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A Note on the Censoring Problem in Empirical
Case-Outcome Studies
Michael O. Finkelstein, Bruce Levin, Ian W. McKeague, and Wei-Yann Tsai

Abstract

In studies of the legal system investigators may collect information about cases
within a study window and compile statistical information about their outcomes.
Because there is frequently a long delay between the start time for cases and their
resolution, a significant number of cases may be pending at the close of the study
window. If there is a correlation between the outcome variable and being censored, exclusion of censored cases may bias the analysis in the sense that the
reported outcomes will be systematically different from what would be reported
if all the censored cases were followed to completion and included in the data.
A prime example, which we will use to illustrate our approach, is the landmark
study of reversals in death penalty cases in the state courts that was authored by
a team led by Professor James S. Liebman of Columbia Law School. Two equivalent ways of estimating outcome rates accounting for the censored cases is the
subject of this article.
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A NOTE ON THE CENSORING PROBLEM IN EMPIRICAL CASE-OUTCOME STUDIES
In studies of the legal system investigators may collect information about cases within a study
window and compile statistical information about their outcomes. Because there is frequently a long
delay between the start time for cases and their resolution, a significant number of cases may be
pending at the close of the study window.

We refer to cases that are completed within the study

period as “observed” with respect to outcome. And in conformity with biostatistical practice we
refer to those that are still pending as “censored.” If there is a correlation between the outcome
variable and being censored, exclusion of censored cases may bias the analysis in the sense that the
reported outcomes will be systematically different from what would be reported if all the censored
cases were followed to completion and included in the data. Two equivalent ways of estimating
outcome rates accounting for the censored cases is the subject of this article.
A prime example, which we will use to illustrate our approach, is the landmark study of
reversals in death penalty cases in the state courts that was authored by a team led by Professor
James S. Liebman of Columbia Law School.

1

The Liebman study purported to include all capital

sentences—with certain exceptions—handed down by the state courts in the United States from 1973
to 1995. There were 5,760 such cases and the rate of reversals in the completed cases was an
astonishing 68%. But many cases were still pending when the study window closed in 1995, and so
were censored, with the outcomes remaining unknown. The investigators debated what to do about
those cases and finally decided to simply exclude them from the analysis.2 This led a scholarly critic
to complain that the 68% reversal figure could be biased and was not secure.3 The only safe course,
he argued, was to assume that all the pending cases would be affirmed, in which event the reversal
rate would drop to 40%. The authors replied that the assumption of no reversals in pending cases

1

Liebman, J. S., et al. (2000). A Broken System: Error Rates in Capital Cases, 1973-1995. (New York:
Columbia University School of Law), available at <http://www2.law.columbia.edu/
instructional_services/liebman/>. Liebman, J.S., et al. (2002). A Broken System Part II: Why There
Is So Much Error in Capital Cases, and What Can Be Done About It. (New York: Columbia
University School of Law), available at <http://www2.law.columbia.edu/ brokensystem2/>. The
impetus for this article came from a column on the Liebman study and its aftermath—Finkelstein,
M.O. and Levin, B. (2005). The machinery of death. Chance 18:34-37.

2

Gelman, A., et al. (2004). A broken system: the persistent patterns of reversals of death sentences in the
United States. Journal of Empirical Legal Studies 1:209-261.

3

Hoffman, J.L. (2001). Violence and the truth. Indiana Law Journal 76:939.
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was outlandish, but proposed no method for dealing with the censored cases, other than exclusion.
The authors also rejected another way of counting “completers-only” cases urged by opponents of
the death penalty that would have led to an 88% rate of reversal, to wit, counting only cases that
were reversed at the first two stages of the review process and were either affirmed or reversed at
the final stage of the process.
Another example is a major study of inmate lawsuits by Professor Margo Schlanger, then at
Harvard Law School, which collected data on the effect of the Prison Litigation Reform Act (PLRA)
on prisoner litigation.4 In attempting to measure the effect on litigation outcomes after the PLRA,
which was passed in 1996, Professor Schlanger encountered the problem that, when she did her
research, outcome data were only available through fiscal 2001. This meant that “for each year of
case filings from 1998 on, some significant portion of the inmate docket remains to be resolved.
And, because dismissals in particular occur quickly, the unresolved cases are more likely than those
with recorded outcomes to be plaintiffs’ victories or settlements.”5 She addressed the problem “by
leaving out late-resolved cases from the earlier years in order to match similar cases’ unavoidable
omissions from later years.”6 Her solution has the merit of transparency and simplicity, but discards
data and also assumes, as she points out, that the relative time to disposition for plaintiffs’ successful
cases vs. others has not been changed by the statute or other recent factors.
The analysis of censored data has a rich literature in the fields of biostatistics, industrial lifetesting, and econometrics, where the methods of survival analysis, competing risks, proportional
mortality, and correction for selection bias are germane. In biostatistical and life-testing settings,
interest has historically centered somewhat more on estimating the distribution of the times to events,
e.g., lifetimes or durations, or the effects of competing risks, than it has on the outcome variable,
which would be considered auxiliary in survival studies, although of primary interest in legal studies
(e.g., the reversal or affirmance of the death sentence in the Liebman study).7
4

Schlanger, M. (2003). Inmate Litigation. Harvard Law Review 116:1555.

5

Id. at 1658.

6

Id.

7

The “outcome” variable in other settings would be called the competing risk type, cause of death, or “mark”
variable. See, e.g., Huang, Y. and Louis, T.A. (1998). Nonparametric estimation of the joint distribution
of survival time and mark variables. Biometrika 85:785-798. Gilbert, P., McKeague, I.W., and Sun, Y.
(2004). Tests for comparing mark-specific hazards and cumulative incidence functions. Lifetime Data
Analysis 10:5–28.
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In the econometrics literature, James J. Heckman has studied a general class of models that
allows for various types of censoring, truncation, and biased sample selection mechanisms.8 The
econometric approach, however, typically adopts assumptions that are inappropriate or at least
unsupported with regard to data in legal studies. For example, the econometric approach, as applied
to the Liebman data, would require the assumption that (i) case durations have a normal distribution
(the bell-shaped curve), when the distribution of durations is decidedly non-normal; (ii) the reason
for a case being of duration long enough to be censored is known and can be modeled
mathematically, whereas the reasons are unknown and cannot be modeled; and (iii) the bias resulting
from censoring can be modeled mathematically, when that cannot be done without making arbitrary
and unsupported assumptions. Finally, all of the econometric methods are dauntingly complex and
would be a “black box” to a legal audience.
We aim to circumvent those difficulties by offering a method that can be grasped intuitively
with just a little explanation, is easy to calculate, produces consistent results (i.e., is essentially
unbiased in large samples), and requires a minimum of assumptions.

Nonparametric survival

analysis meets these criteria and therefore has appeal in the legal arena, where we willingly sacrifice
a modicum of statistical efficiency in exchange for greater validity. The method of estimation we
discuss here is nonparametric because it makes no assumption about the mathematical form of the
distribution of case durations or outcomes as a function of durations. A technical description of our
estimator is given in the Appendix to this paper. Here we give an informal description to make the
intuitive appeal of our method accessible to the nonmathematical reader.
There are two general paradigms in biostatistics to deal with possible bias created by the
censoring of cases in data. The first is to use the observed cases to impute values for the censored
cases. The method we develop here to use that approach we call the “self-consistent” estimator, for
reasons that will appear. The other approach is to weight the observed cases so that the estimate for
the outcome of interest is unbiased or only slightly biased. We call this the “inverse probability
weighting” (IPW) estimator, again for reasons that will appear. We describe here our self-consistent
estimator and then give a brief description of the IPW estimator. It turns out that the two methods
are equivalent for our problem.
8

See, e.g., Heckman, J.J. (1979). Sample selection bias as a specification error. Econometrika 47:153-161. For
a discussion of selection bias in the epidemiologic literature, see, e.g., Hernán, Hernández-Díaz, and
Robins (2004). A structural approach to selection bias. Epidemiology 15: 615–625.
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To see how the self-consistent estimator works, imagine that we array all the censored cases
by sentencing date (the “start date”), beginning with the earliest case. If all we know is the start
year, then censored cases would be grouped by year (the “discrete-time” case). Suppose that the first
group of censored cases has a start date of 1980 and a 15 year followup to the end of the study (the
“followup time”), which was 1995. Thus the time from start date to decision (“duration”) is more
than 15 years, the exact figure being unknown because of censoring. To estimate the probability of
reversal after 15 years for cases in the group, we look at the reversal rate for cases with start dates
prior to 1980 and durations of more than 15 years. All of these cases are observed because 1980 is
the earliest start date for a censored case. (Although we are forced to look to cases with start-ups
prior to 1980, we may do so without introducing bias because we assume both the probability of
9

reversal and the duration of the case are statistically independent of start date. ) Suppose there are
10 such cases and 5 of them were reversed. We would then estimate the probability of reversal for
censored cases with more than 15 years duration as 0.50. If there were 20 such censored cases in
1980,

the

expected

number

of

reversals

the

group

would

contribute

would

be

0.50 x 20 = 10. In effect, this approach assumes that, with respect to outcome, the censored cases
were selected at random from all cases with durations of more than 15 years.

10

We now use this result to proceed to the second oldest group of censored cases. Let us say
that there are 12 such cases with a start date of 1985, which gives them a followup time of ten years.
Again we look at the reversal rates for all cases with start dates prior to 1985 and durations of more
than ten years. Suppose there are 40 such cases. Of the cases in this group, 20 are observed
(including the 10 considered above) and 20 are the earlier group of censored cases. Suppose that
there are 13 reversals among the 20 observed cases. Then the reversal rate for the second censored
group, using the imputed rate for the first group, is (13 + 10)/40 = 0.575. The expected number of
reversals in this group is 12 x 0.575 = 6.9. We proceed in this fashion, working forward in start
time (which is backward toward zero in the followup time of the censored cases) to calculate
estimated reversal probabilities and expected numbers of reversals for each group of censored cases,

9

10

We discuss how to proceed when this assumption does not hold at p. XX infra.
If the sentencing date for each case were available, separate reversal probabilities and the expected number of
reversals (for a single case, the fraction of the case corresponding to the probability of reversal) could be
computed for each.
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each calculation using the results of the previous one. We can then estimate the probability of
reversal for all cases (i.e. cases with greater than zero duration) as the number of reversals for the
observed cases plus the number of imputed reversals for the censored cases, divided by the total
number of cases, observed and censored. This is an estimate of the reversal rate that would be
observed if all the censored cases had been followed to completion and included in the data with the
observed cases.
We refer to this as a “self-consistent” estimator because the method used to impute reversals
for the censored cases at each step uses the result of the same method at previous steps. The result
has the desirable property of being a maximum likelihood estimate of the overall probability of
reversal, which means that these estimates maximize the likelihood of the observed data on duration
of cases and their outcomes. Such estimates are also desirable because, among all nonparametric
procedures (i.e., procedures that make no assumption about the distribution of durations or outcomes
as a function of durations), they make the most efficient use of the information contained in the data.
The other method for dealing with censored data is, as we have said, to weight the outcomes
of the observed cases in such a way as to reduce or eliminate the bias in estimates based on them. In
general, when some observations in a data set are missing, the weight to assign an observed case is
the reciprocal of probability of its being observed, i.e., the probability it would not be missing. The
logic here is this: suppose a given case outcome has a 20% probability of being observed. Thus for
this case, and every case like this one that is observed, there will be 4 other cases on average that are
missing. Therefore the observed case should “stand in” for itself and these 4 others, so it should be
weighted by a factor of 1/0.2=5.
What are the weights for our problem? A case with duration t is observed if and only if its
censoring time (the time from its start date to the close of the study window) is greater than t. If we
regard the censoring time as a random variable,11 then the probability that a case with duration t
would not be censored, i.e. would be observed, is the probability that its censoring time would be
greater than t. If this probability is small, most cases with duration t would be censored. Thus, the
relatively few observed cases with durations t must “stand in” for the larger number of censored
cases and should be weighted more heavily in the estimates. This is accomplished by weighting the

11

This is a mathematical artifice since it is the start date of the case, not the ending date of the study that can be
considered random.
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observed case with duration t by the inverse (reciprocal) of the probability that a censoring time
would exceed t.12 Conversely, if the probability that a case’s censoring time would be greater than t
is large, most cases with duration t would be observed; and since the observed case would “stand in”
for fewer censored cases it would receive less weight in the data.
Consider the numerical example discussed above, and, for simplicity, suppose that these were
the only data available. The first step is to obtain the Kaplan-Meier estimate of the probability that a
censoring time exceeds 10 years. Because there were 52 cases at risk of being censored at the start,
of which 12 were censored at 10 years and 40 were not, the sample proportion of cases not censored
is 40/52, or 10/13. The reciprocal of this, 1.3, is the weight that will apply to the ten cases with
observed durations between 10 and 15 years. The next censoring time occurs at 15 years, at which
time 20 cases were censored and 10 not, there being only 30 cases at risk of being censored (52
cases minus the 12 censored at 10 years minus the 10 cases observed prior to 15 years). Thus the
Kaplan-Meier estimate of the probability that a censoring time exceeds 15 years is (10/13) x (10/30)
= 10/39. The reciprocal of this, 3.9, is the weight that will apply to the ten cases with observed
durations greater than 15 years. Finally we calculate the weighted average of the observed reversal
outcomes :
{(1.3 x 8) + (3.9 x 5)} / {(1.3 x 10) + (3.9 x 10)} = 29.9/52 = 0.575.
The IPW estimate thus yields a 57.5% reversal rate. The self-consistent estimate in this illustration
is exactly the same: in the numerator we have 6.9 imputed reversals for the 12 cases censored at 10
years; plus 8 reversals observed with durations between 10 and 15 years; plus 10.0 imputed reversals
for the 20 cases censored at 15 years; plus 5 reversals observed with durations greater than 15 years,
for a total of 29.9 observed or imputed reversals. This divided by 52 cases in total yields 0.575.
The estimate based solely on the observed cases in this example is (8+5)/(10+10)=0.65, so
ignoring the censored cases makes a difference.

12

Estimating the probability that a censoring time would exceed t is a standard problem in survival analysis.
The Kaplan-Meier estimator is commonly used for this purpose. Although the usual Kaplan-Meier
application is to estimate the survival function of durations while accounting for censored cases, for the
purpose of finding the weights in the IPW method, the roles of durations and censored followup times
are reversed. Thus the Kaplan-Meier estimate of the probability that a censoring time would exceed t is
the product of the sample proportions of cases not censored among cases at risk of being censored at
each elapsed time at or prior to t at which a case is censored. See, e.g., Michael O. Finkelstein & Bruce
Levin (2001, p.318). Statistics for Lawyers, 2nd Ed. New York: Springer-Verlag.

–7–
Hosted by The Berkeley Electronic Press

A general formula for applying the IPW method is given in the Appendix. As we noted
earlier it is mathematically equivalent to the self-consistent estimator. Since the two methods are
equivalent we will describe our applications below in terms of the somewhat more intuitive notion of
imputation of missing outcomes based on the self-consistency principle. The self-consistent method
of calculation does have one additional practical advantage—it provides intermediate estimates of
reversal probabilities for cases with durations greater than any given length, which can be plotted to
reveal the effect of duration on the probability of reversal.
We applied the self-consistent estimator to simulated data and to data from the Liebman
study. To simulate the data we assumed that start dates were uniformly distributed over the interval
of the study, that the duration of cases was either exponentially or uniformly distributed, that the
probability of reversal declined in either linear or non-linear fashion with followup time, and that the
degree of censoring was either moderate or heavy.

The results showed that the unadjusted or

“complete-case” estimator (which merely deletes censored cases) was clearly biased, from between 4
and 16 percentage points depending on the degree of censoring. When reversal probabilities were
computed using the self-consistent estimator, bias became negligible.

Details are given in the

Appendix.
It was more challenging to apply the estimator to the Liebman study data. The authors were
helpful in supplying us with data for 5,356 cases, which was 404 cases shy of the published number
of 5,760. They could not explain this shortfall, which might be due to the fact of censoring. In a
number of cases, coding conventions were ambiguous on whether a case was pending or had
terminated with an affirmance and for still other cases the coding was uninformative and arbitrary
decisions on outcome had to be made. The bottom line was this: for the data we had, the completecase estimate of the reversal rate was 67.8% (which is quite close to the published estimate of 68%)
and the self-consistent estimate was 62.2%. There were 2,127 censored cases (40% of all cases in
the analysis). This is heavy censoring that should not be ignored. The intermediate estimates reveal
a tendency for cases with longer durations to have a lower probability of reversal: the reversal
probability reached a minimum of about 49% for cases with durations more than 7 years. See
Figure 1. Evidently there was some bias from censoring, but not so much as to affect the basic
findings of the study.

–8–
http://biostats.bepress.com/columbiabiostat/art1

These differences are not due to random variation.

The complete-case estimate has a

standard error of 0.8%, and the standard error of the self-consistent estimate of 1.1% is slightly
larger, reflecting the uncertainty of the imputed data for censored cases. A 95% confidence interval
for the true reversal rate based on the self-consistent estimator is (60.1%, 64.4%), which excludes
the value of 68% given by ignoring censored cases. The Appendix describes how to obtain the
standard error of the self-consistent estimate.
Figure 1
Estimated probability of reversal for cases with durations greater than t years versus t for the
Liebman data
P[Reversal | Duration > t]
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Now let us look at some of our assumptions. Our outcome variable of reversal is binary
(taking only two values) but our method is not limited to binary variables. It can be used to estimate
the average of any continuous outcome as well, e.g., damages awarded in a case.
Next, the reader may have noticed that we assumed that there were observed cases that had
earlier start times and longer durations than the followup time of the earliest censored case. This
doesn’t seem unreasonable, but it may occur that there are no such cases, so that we would need
another way to start the calculation. There are various ways of dealing with this problem, but in
large data sets the effect of the starting estimate will “wear out” as the data accumulate with later
–9–
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groups of cases so that by the end of the calculation the starting estimate makes very little difference.
The importance of the starting estimate can be tested by computing the reversal probability for all
cases by using 0 and 1 as alternative starting points. This was not required in the Liebman study as
the censored cases with the earliest start time began in 1985 (as best as can be determined in the
data), whereas the longest observed duration was 19 years, so the calculation could begin with an
estimated reversal rate of 52.3% based on 218 cases with durations more than 10 years.
If there are no observed cases with durations at least as long as the followup time for the
earliest censored cases, we suggest the following: Take the reversal rate for observed cases with the
maximum duration (regardless of start date) and use that rate for all groups of censored cases that
have longer followup times. This bases the estimate for the censored cases on the observed data
13

closest to them in duration (“nearest neighbor” imputation) . Then for all groups of censored cases
with shorter followup times proceed as we have described above.
It should be noted that for the design of studies with fixed observation windows such as we
are considering, the window should be set sufficiently wide to allow observation of complete
durations for most of the early cases. Clearly, if the window is so narrow that a non-negligible
fraction of even the earliest cases are censored, it may be impossible to avoid bias in the overall
estimates.

If only a narrow window may be used, the results will be unbiased for the overall

reversal rate only if the reversal probability is constant for all cases with durations greater than the
width of the window. On the other hand, a very wide window may introduce period or cohort
effects, which we discuss below. Investigators should be aware of such offsetting considerations in
designing their studies.
The other important assumption is time homogeneity, i.e., that the duration of the case and
the probability of reversal are statistically independent of start date. When this is questionable there
are different ways to proceed depending on the output of the study. If the output is a one-number
summary of an average effect across the window then it would seem preferable to compute the selfconsistent estimator in the same way even in the face of some departures from time homogeneity.

13

This is a form of “hot-deck” imputation, a recognized technique used by the U.S. Census Bureau. See, e.g.,
Little, R.J.A. and Rubin, D.B. (2002). Statistical Analysis with Missing Data, 2nd Ed., New York: John
Wiley & Sons. In Utah v. Evans, 536 U.S. 452 (2002), the U.S. Supreme Court upheld the census
bureau's “nearest-neighbor” imputation of demographic characteristics to nonresponding households in
the decennial census.
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Both thecomplete-case and self-consistent estimators would be averages, but taking account of
censored cases by means of the self-consistent estimator should generally lead to a less biased
description than the complete-case estimator, which ignores the pending cases. Of course, when
conditions are strongly in flux or analytic assumptions are clearly violated, then any single-number
summary may be less useful as a description that can be applied outside the window of the data.
When there are important shifts in outcome rates or the study’s purpose is to examine a
period effect or a cohort effect within the study window, investigators will need to divide the window
into subintervals and apply the self-consistent estimator separately to each subinterval. A period
effect would exist if a change in judicial practice (e.g., a restriction on post-conviction habeas corpus
review) occurs at a point in time and affects pending cases. A cohort effect would exist if a change
in the baseline characteristics of cases (e.g., the quality of defense counsel improves due to greater
funding) affects the case mix in the sample over time with respect to these characteristics.
A period or cohort effect may lead to a change in both the duration of cases and their
outcomes, or to one without the other.

14

The bottom line is the reversal rate. For testing whether

there is a period effect on the reversal rate, a transparent method is to estimate and compare the
reversal rates for cases with start times in each of two periods of equal length. The earlier period is
chosen to end at some selected time before or at the change point and the later period is chosen to
start at or after the change point. For cohort effects that restriction is not necessary. In either case,
durations from the earlier period must be administratively censored at the maximum duration
observable from cases in the later period. That is, we intentionally ignore all followup and outcomes
of cases from the earlier period that exceed the administrative censoring point even though they may
be in hand. In each period we impute values to the cases administratively censored.
In this way we can utilize the information from pending cases in each period as well as the
completed cases. We obtain a valid comparison of reversal rates from cases starting in the earlier
period to those beginning in the later period, although as noted above, the outcome rates estimated
and compared by this method are those restricted to the cases with the shorter durations observable

14

When comparing two periods for a statistically significant difference in durations, a Cox model may be
employed with a time-dependent covariate. When comparing two cohorts a log-rank test may be
used. See, e.g., Lawless, J.F. (1982, pp. 354, 392ff). Statistical Models & Methods for Lifetime
Data. New York: John Wiley & Sons.
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in the later period. Because the estimates would reflect the effect of imputing outcomes for censored
cases based on the observed cases with durations no greater than the shorter window width, one
would not expect the estimates being compared to agree with the outcome rates estimated from a
longer observation window for either period; such agreement would occur only if outcome
probabilities did not depend on duration beyond the window width. In the case of Professor
Schlanger’s Prison Litigation Reform Act Study, our proposal to estimate a period effect would
allow us to include all of the available and informative data (subject to administrative censoring) in
the analysis of the pre-Act period without deletion of the late-resolved cases for earlier years. A
more comprehensive method for estimating cohort effects in the outcome rate which incorporates
several fixed or time-dependent covariates awaits further development.

* * *
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APPENDIX TO
“A NOTE ON THE CENSORING PROBLEM IN EMPIRICAL CASE-OUTCOME STUDIES”
M.O. Finkelstein, B. Levin, I.M. McKeague, and W.-Y. Tsai
In our main example we consider capital cases that have a starting date, U, a date of decision,
U+T, and a binary outcome, Y ε {0,1}, where Y=1 indicates a reversal of the death sentence. We
refer to the waiting time to decision, T>0, as a “duration.” Assume we can only observe cases with
starting dates in a given window in calendar time, say the half-open interval [C0, C1), and,
furthermore, that we are able to observe the outcome only if the date of decision is also in the
window. By subtracting C0 from all dates in calendar time, we can take the observation window to
be [0, C) for C = C1–C0 without loss of generality. We then refer to the starting date U as a starting
“time” and the decision date U+T as a decision “time.” Henceforth we shall assume 0≤U<C for
all cases without explicitly indicating so in the notation. If U+T > C, we say that the time to
decision and the duration are censored (i.e., we do not observe T except for our knowledge that it is
greater than C–U) and that the outcome is censored as well (i.e., Y is unobserved). If U+T ≤ C, we
observe the pair of variables (T,Y). We use the following notation for the available data, with cases
indexed by i=1,…,n. For any uncensored case, we observe the triple (Ui,Ti,Yi), with Ui+Ti≤C, and
we write δi=I[Ui+Ti≤C]=1 for these cases. For any censored case with Ui+Ti>C, we observe
only the pair (Ui,Fi), where Fi=C–Ui is the observed follow-up time (only a portion of the true
duration), and we write δi=0 for these cases. We also use Fi to denote the followup time for
uncensored cases with Fi=Ti for completely observed durations.
Our goal is to estimate P=P[Y=1], the overall reversal rate, irrespective of duration. Given
the constraints on the observations, it may not be obvious how to estimate P, or that P is estimable at
all. The problem is that, in general, T and Y may be associated—for example, cases that take longer
to decide may be less likely to result in a reversal. If so, and if the observation window is so narrow
that it excludes some durations, it will be impossible to estimate P unbiasedly without further
assumptions. Henceforth we assume (A1) that C is sufficiently large so that P[T>C] is negligible.
We further assume a time-homogeneity condition, to wit, (A2) that the joint distribution of the
duration and outcome is statistically independent of the starting time: (T,Y) ⊥ U.
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Below we discuss an estimator which follows from two standard approaches to missing data:
imputation (via a self-consistency principle) and inverse probability weighting (IPW). We show that
the self-consistent estimator of the reversal rate is equal to both the nonparametric maximum
likelihood estimator (NPMLE) and the IPW estimator, and provide several ways to calculate it. We
emphasize the self-consistency approach here for its ease of interpretation and adaptability to details
of our problem.
Self-consistent estimator
A key quantity of interest in what follows is the rate of reversals among residual waiting
times, P(t) = P[Y=1|T>t]. Note that P = P(0). If P(t) were constant, a reasonable estimator of P
~
would be the “complete-case” estimator, P , which uses data only from the uncensored cases:
n

n

~
P=

∑ Yi I [U i + Ti ≤ C ]
i =1
n

∑ I [U
i =1

i

+ Ti ≤ C ]

=

∑δ Y
i =1
n

i i

∑δ
i =1

.

(1)

i

This estimator, however, would generally be biased if P(t) were not constant, say, for example,
monotonically decreasing in t. In that case, for any given start date U, because censored durations
would all be longer than C–U, the censored outcomes would have reversal probabilities less than
P(C–U), while uncensored outcomes would have larger reversal probabilities. Since this is true for
each U, the complete-case estimator would overestimate P. In the language of missing data, the
censored outcomes are not missing at random, and so an estimator based only on complete cases is
biased.
We consider another estimator of P which largely corrects the bias in the complete-case
estimator by adding an estimated fraction of reversals from the censored cases.

Following

terminology introduced by Efron (1967), the estimator, P̂ , is called “self-consistent” for reasons
that will soon be made clear. To motivate the estimator, consider that for any fixed value of t and
any value of u such that u<C–t, we can write the event [T>t] as the union of disjoint events [C–
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u≥T>t] and [T>C–u], because the event [T>C–u and T>t] = [T>max(C–u,t)] = [T>C–u].
Thus we have
P (t ) = P[Y = 1 | T > t ] =

P[Y = 1, T > t ] P[Y = 1, C − u ≥ T > t ] + P[Y = 1, T > C − u ]
=
P[T > t ]
P[C − u ≥ T > t ] + P[T > C − u ]

=

E{YI [C − u ≥ T > t ]} + P[Y = 1 | T > C − u ]P[T > C − u ]
E{I [C − U ≥ T > t ]} + P[T > C − u ]

=

E{ YI[C − U ≥ T > t ] + P(C − U ) I [T > C − u ] | U = u }
.
E{ I [C − U ≥ T > t ] + I [T > C − U ] | U = u }

(2)

This suggests that we can estimate P=P(0) by replacing the unknown values of P(t) and P(C–u) in
the equation above by estimated values and back-solving, as follows. For any 0≤t<C, define the
set of indices
R(t) = {i: Ui < C – t}.

(3)

Note that if i ε R(t) and Ti is censored, then Ti>t because Ti>C–Ui>t. Note also that R(t ' ) ⊇ R(t )
for t' < t. Then we define the self-consistent estimator of the function P(t) to be

Pˆ (t ) =

∑ {Y I [C − U ≥ T > t ] + Pˆ (C − U ) I [T > C − U ]} ∑ {Y δ I [T > t ] + Pˆ (C − U )(1 − δ )}
=
.
∑ {I [C − U ≥ T > t ] + I [T > C − U ]}
∑ {δ I [T > t ] + (1 − δ )}

i∈R ( t )

i

i∈R ( t )

i

i

i

i

i

i

i

i

i i

i∈R ( t )

i

i∈R ( t )

i

i

i

i

i

(4a)

i

In words, the numerator of the self-consistent estimate adds to the tally of reversals from uncensored
outcomes with start times prior to C – t and durations greater than t the estimated number of
additional reversals that would be expected from censored outcomes with censored durations greater
than t. Because a censored followup time of the form Fi = C – Ui with i ε R(t) satisfies Fi>t, as
noted above, an expression equivalent to (4) is

Pˆ (t ) =

∑ {Y δ + Pˆ ( F )(1 − δ )} ∑ {Y δ + Pˆ ( F )(1 − δ )}
.
=
# {F > t}
∑ {δ + (1 − δ )}

i: Fi >t

i i

i: Fi >t

i

i

i

i: Fi >t

i

i i

i

i

(4b)

i
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The estimator Pˆ (t ) is called “self-consistent” because its definition at time t uses values of itself to
impute outcomes for censored cases with later followup times of the form Fi = C – Ui > t.
Calculation
We solve for values of the self-consistent estimator at t = 0 and at censored followup times
by starting with the largest censored followup time and working backwards.

To avoid

indeterminacies we assume—for the moment—that the longest observed duration is greater than the
longest censored follow-up time. In symbols, assumption (A3) is that
T* = max{Ti : δi=1} ≥ max{C – Ui : δi=0} = C – min{Ui : δi=0} = C – U(1),
where we reserve the notation U(j) for distinct ordered start times U(1) < U(2) < … among censored
observations only. (A3) implies that the start time corresponding to T*, say U*, is less than U(1)
because U* ≤ C – T* < C – (C – U(1)) = U(1), which implies that the index i corresponding to U* is
contained in R(C – U(1)), so that R(C – U(1)) is non-empty, and that at least one i ∈R(C – U(1))
satisfies C − U i ≥ Ti > t for t = C – U(1). However, there are no values of i in R(C – U(1)) with
censored followup times, because if there were, then for such i we would have Ui < C – (C – U(1))
= U(1), contradicting the minimality of U(1) among censored cases. Thus

Pˆ (C − U (1) ) =

∑ Y I [C − U

i
i∈R ( C −U (1) )

i

≥ Ti > C − U (1) ]

∑ I [C − U i ≥ Ti > C − U (1) ]

i∈R ( C −U (1) )

=

∑ Y δ I [T

i i
i∈R ( C −U (1) )

i

> C − U (1) ]

∑ δ i I [Ti > C − U (1) ]

.

(5)

i∈R ( C −U (1) )

By induction, if we have values of Pˆ (C − U ( j ) ) for all distinct censored followup times j=1, …, k–1,
then for P̂(C − U (k ) ) we require Pˆ (C − U i ) for censored followup times with i ε R(C – U(k)) so that
Ui < C – (C – U(k)) = U(k), but then Ui is among U(1),…,U(k–1), so Pˆ (C − U i ) is available, having
been previously calculated. We continue in this way to calculate Pˆ (t ) for each of the distinct
censored follow-up times. Finally, noting R(0) = {all i=1,…,n}, we compute
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∑ {Y I [C − U
n

Pˆ = Pˆ (0) =

i =1

i

i

≥ Ti ] + Pˆ (C − U i ) I [Ti > C − U i ]}

n

∑ {I [C − U i ≥ Ti ] + I [Ti > C − U i ]}

∑ {Y δ
n

=

i i

i =1

+ Pˆ (C − U i )(1 − δ i )}
n

.

(6)

i =1

Note that if P(t) were assumed to be constant, say P(t)=P(0)=P, then we would set Pˆ (t ) = Pˆ (0) for
all t. Then equation (6) becomes

∑ {Y I [C − U
n

Pˆ (0) =

i =1

i

i

≥ Ti ] + Pˆ (0) I [Ti > C − U i ]}

n

∑ {I [C − U
i =1

i

≥ Ti ] + I [Ti > C − U i ]}

~
and solving for P̂ (0) yields the complete-case estimator P .
We can now relax assumption (A3). Suppose that the longest observed duration T* satisfies
C – U(k) < T* ≤ C – U(k–1)
for some k ≥ 1; assumption A3 is the case k = 1. Now there are no values of i in R(t) with δi=1
and Ti ≥ t for t ≥ C – U(k–1). It follows from (4) that the values of Pˆ (t ) for t = C–U(1),…,C–U(k–1)
would be all equal but indeterminate. To resolve the indeterminacy, we use the set
R* = {i: δi=1 and Ti=T*}
of cases (possibly only one) with longest observed durations to estimate values of P(t) for t ≥ T* with
the complete-case estimator at time T*, i.e., we set

Pˆ (C − U (1) ) = L = Pˆ (C − U ( k −1) ) =

∑δ Y
∑δ

i∈R*

i∈R*

i i

(7)

i
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and continue back-solving for Pˆ (C − U (k ) ) , etc., using (4a) or (4b). Note that in finite samples there
may be a small bias introduced by setting the first k–1 estimates equal to the complete-case estimator
(7). However this bias vanishes in large samples as we next demonstrate.
Consistency
Rearranging terms in equation (2), we see that the self-consistent estimator process
{P̂ (t ) : t ≥ 0} satisfies the system of estimating equations

∑ [{Y − P(t )}I [C − U

i∈R ( t )

i

i

≥ Ti > t ] + {P (C − U i ) − P(t )}I [Ti > C − U i ]] = 0 .

(8)

We claim that this is an unbiased system of estimating equations, because for any t ε [0,C), the
conditional expected value of the estimating function on the left hand side, given Ui = ui for i ε R(t),
equals zero:
ET ,Y |U [YI [C − U i ≥ Ti > t ] + P(C − U i ) I [Ti > C − U i ] − P(t ){I [C − U i ≥ Ti > t ] + I [Ti > C − U i ]} | U i = ui ]
= ET ,Y |U [YI [C − ui ≥ Ti > t ] + P(C − ui ) I [Ti > C − ui ] − P(t ){I [C − ui ≥ Ti > t ] + I [Ti > C − ui ]} | U i = ui ]
= P[Yi = 1 | C − ui ≥ Ti > t , U i = ui ]P[C − ui ≥ Ti > t | U i = ui ] + P[Yi = 1 | Ti > C − ui ]P[Ti > C − ui | U i = ui ]
− P (t ) P[Ti > t | U i = ui ]
= P[Yi = 1 | C − ui ≥ Ti > t ]P[C − ui ≥ Ti > t ] + P[Yi = 1 | Ti > C − ui ]P[Ti > C − ui ] − P (t ) P[Ti > t ]

(by independence)
= {P[Yi = 1 | Ti > t ] − P (t )}P[Ti > t ] = 0 ,

again using the fact that [T ≥ t] is the union of disjoint events [C–u ≥ T > t] and [T > C–u].
Therefore the unconditional expected value of the estimating function is also equal to 0. It follows
that P̂(t ) is a consistent estimator of P(t) for any fixed t contained in the support of T as n becomes
large.
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Nonparametric maximum likelihood estimate
We also note that the self-consistent estimator Pˆ (t ) is the nonparametric maximum likelihood
estimate (NPMLE) of P(t). To see this, define the sub-survival functions
S1(t) = P[T > t, Y=1]
and
S0(t) = P[T > t, Y=0],
for t ≥ 0, so that the survival function S(t) = P[T > t] = S1(t) + S0(t). Express P(t) in terms of the
sub-survival functions as follows:

P(t ) = P[Y = 1 | T > t ] =

P[T > t , Y = 1]
S1 (t )
S (t )
=
= 1 .
P[T > t ]
S1 (t ) + S 0 (t ) S (t )

The NPMLE’s of the sub-survival functions satisfy the pair of self-consistency equations
1 n ⎧
Sˆ ( F ∨ t ) ⎫
Sˆ1 (t ) = ∑ ⎨Yiδ i I [Ti > t ] + (1 − δ i ) 1 i
⎬
Sˆ ( Fi ) ⎭
n i=1 ⎩

(9a)

1 n ⎧
Sˆ ( F ∨ t ) ⎫
Sˆ0 (t ) = ∑ ⎨(1 − Yi )δ i I [Ti > t ] + (1 − δ i ) 0 i
⎬,
Sˆ ( Fi ) ⎭
n i=1 ⎩

(9b)

and

where Fi ∨ t = max( Fi , t ) . Adding (9a) and (9b) gives the self-consistency equations for the NPMLE
of the survival function S(t),
Sˆ ( Fi ∨ t ) ⎫
1 n ⎧
Sˆ (t ) = ∑ ⎨δ i I [Ti > t ] + (1 − δ i )
⎬.
n i =1 ⎩
Sˆ ( Fi ) ⎭

(10)

But this is the well-known self-consistency equation for the Kaplan-Meier estimator, so we can
substitute that estimator for Ŝ (t ) in back-solving (9a) for Sˆ1 (t ) at each censored followup time,
which allows calculation of Sˆ1 (0) at the final step. If the largest observed duration is less than or
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equal to the largest censored followup time, we proceed as before, setting Sˆ1 (C − U ( j ) ) / Sˆ (C − U ( j ) )
equal to the complete-case estimator at time t=T* for j=1,…,k–1, where C – U(k) < T* ≤ C – U(k–1).
To see that Sˆ1 (0) agrees with the solution P̂ (0) from (4), we note that if δi=1 and Ti>t,
then C ≥ Ti+Ui>t+Ui, so that i ∈ R(t). Thus all the non-zero terms of

n

∑ δ I [T
i =1

contained in

n

∑ δ i I [Ti > t ] =

∑ δ i I [Ti > t ] , that is,

i =1

i∈R ( t )

∑ Y δ I [T > t ] .

i∈R ( t )

i i

i

∑ δ i I [Ti > t ] . Similarly,

i∈R ( t )

i

i

> t ] are already

n

∑ Y δ I [T
i =1

i i

i

> t] =

Also, if δi=0 and i ∈ R(t), then Fi = C–Ui > C – (C–t) = t, so

Sˆ ( Fi ∨ t ) / Sˆ ( Fi ) = 1 , whereas if δi=0 and i ∉ R(t), then Fi = C – Ui ≤ t. Thus we have

nSˆ (t ) =

∑ {δ I [T

i∈R ( t )

i

i

⎧
⎫
> t ] + (1 − δ i )} + ⎨ ∑ (1 − δ i ) / Sˆ ( Fi )⎬Sˆ (t )
⎩i∉R (t )
⎭

so that we can represent Sˆ (t ) as follows:

Sˆ (t ) =

∑ {δ I [T > t ] + (1 − δ )}
.
n − ∑ (1 − δ ) / Sˆ ( F )

i∈R ( t )

i

i

i∉R ( t )

i

i

(11)

i

Note that in the denominator of (11) it may happen that Fi=t if t is a censored followup time. We
merely represent Ŝ (t ) this way, we do not calculate it this way— Sˆ (t ) is calculated as the usual
Kaplan-Meier estimator (see below for alternative expressions). Similarly,
nSˆ1 (t ) =

⎧

∑ ⎨Y δ I [T

i∈R ( t )

⎩

i i

i

> t ] + (1 − δ i )

⎫
Sˆ1 ( Fi ) ⎫ ⎧
+ ⎨ ∑ (1 − δ i ) / Sˆ ( Fi )⎬Sˆ1 (t ) ,
⎬
Sˆ ( Fi ) ⎭ ⎩i∉R ( t )
⎭

so that
⎧

Sˆ1 ( Fi ) ⎫
⎬
Sˆ ( Fi ) ⎭
i∈R ( t ) ⎩
ˆ
.
S1 (t ) =
n − ∑ (1 − δ i ) / Sˆ ( Fi )

∑ ⎨δ I [T
i

i

> t ] + (1 − δ i )

(12)

i∉R ( t )
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Dividing (11) by (12), the denominators cancel and we have
⎧

Sˆ1 ( Fi ) ⎫
⎬
Sˆ ( Fi ) ⎭
Sˆ1 (t ) i∈R (t ) ⎩
.
=
Sˆ (t )
∑ {δ i I [Ti > t ] + (1 − δ i )}

∑ ⎨Y δ I [T
i i

i

> t ] + (1 − δ i )

i∈R ( t )

We now argue by induction.

For censored followup times C – U(j) for j=1,…,k–1 with

C–U(k) < T* ≤ C–U(k–1) we have set Pˆ (C − U ( j ) ) = Sˆ1 (C − U ( j ) ) Sˆ (C − U ( j ) ) equal to the completecase estimator at t=T*. Assume then that we have shown Pˆ (C − U ( j ) ) = Sˆ1 (C − U ( j ) ) Sˆ (C − U ( j ) ) up
to some index j–1 (j ≥ k). Then for index j, with t=C–U(j), we have that

⎧

Sˆ1 (C − U ( j ) )
=
Sˆ (C − U ( j ) )

∑ ⎨Y δ I [T

i∈R ( t )

⎩

i

i

i

> t ] + (1 − δ i )

∑ {δ i I [Ti

i∈R ( t )

Sˆ1 ( Fi ) ⎫
⎬
Sˆ ( Fi ) ⎭

> t ] + (1 − δ i )}

=

∑ {Y δ I [T

i∈R ( t )

i

i

i

> t ] + (1 − δ i ) Pˆ ( Fi )}

∑ {δ i I [Ti

i∈R ( t )

> t ] + (1 − δ i )}

= Pˆ (C − U ( j ) )

because as noted above, Fi > C – U(j) and is therefore of the form Fi = C–Ui = C–U(h) for some
index h ≤ j–1, with Sˆ1 ( Fi ) Sˆ ( Fi ) = Pˆ (C − U i ) by the inductive hypothesis. The same argument then
shows that Sˆ1 (0) Sˆ (0) = Sˆ1 (0) = Pˆ (0) = Pˆ .
Huang and Louis (1998, page 789) derive an explicit expression for the NPMLE of S1(t)
when the largest followup time is not censored.

They show this estimator is consistent,

asymptotically normally distributed, and that the bootstrap applies. Their result is
⎧⎪ ⎛ n − j ⎞δ[ j ] ⎫⎪ δ [ i ]Y[ i ] I [ F[i ] > t ]
⎟⎟ ⎬
,
Sˆ1 (t ) = ∑ ⎨∏ ⎜⎜
n − i +1
i =1 ⎪ j <i ⎝ n − j + 1 ⎠
⎪
⎭
⎩
n

(13)

where F[1] ≤ … ≤ F[n] are the ordered values of all n followup times, and where δ[i] and Y[i] are the
corresponding values of the concomitant variables, i.e., if F[i]=Fj for some j, then δ[i]=δj and
Y[i]=Yj. In the above expression ties within observed event times or within censoring times are
ordered arbitrarily, while tied event and censoring times are split with the event occurring first.
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Thus an explicit expression for P̂(t ) is given by (13) divided by Sˆ (t ) , and an explicit expression for

P̂ when the last observation is uncensored is:
δ[ j ]
n ⎧
⎪ ⎛ n − j ⎞ ⎫⎪ δ [ i ]Y[ i ]
ˆ
ˆ
⎟⎟ ⎬
.
P = S1 (0) = ∑ ⎨∏ ⎜⎜
n − i +1
i =1 ⎪ j <i ⎝ n − j + 1 ⎠
⎪
⎭
⎩

(14)

When the longest followup time is a censored observation, the self-consistent version (6) with
modification (7) should be used, or, alternatively, expression (15) with modification (16) below.
Inverse probability weighting
Hernán, Hernández-Díaz, and Robins (2004) discuss the IPW approach for addressing
various forms of selection bias in epidemiologic studies. In this approach, instead of imputing values
for the missing outcomes for censored cases, each observed outcome is given a weight to represent
itself as well as other outcomes missing through censoring, and then a weighted average of the
outcomes provides the estimate of P. We recognize (14) as just such an IPW estimator, with weights
given by

⎛ n− j ⎞
⎟⎟
w[ i ] = ∏ ⎜⎜
j <i ⎝ n − j + 1 ⎠

δ[ j ]

δ[i ]
n − i +1

.

A small simplification occurs by noting the following. First, an alternative expression for the
Kaplan-Meier estimator Ŝ (t ) is obtained from (13) by omitting Yi altogether, yielding a form slightly
1

different from the familiar equivalent expression. From the alternative expression we see that
n

∑w
i =1

1

[i ]

= Sˆ (0) = 1 . Second, for any index i with δ[i]=1, the corresponding weight w[i] equals

The more familiar equivalent expressions are Sˆ (t ) =

⎛ n− j ⎞
⎜⎜
⎟⎟
∏
F[ j ] ≤ t⎝ n − j + 1 ⎠

δ[ j ]

⎛ d ⎞
= ∏ ⎜⎜1 − i ⎟⎟ where there are di
ni ⎠
ti ≤t ⎝

observed durations tied at ordered distinct event times ti with ni cases pending decision just prior to
time ti, counting censored followup times tied at ti as part of the denominator ni.
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⎧ ⎛ n − j ⎞⎫ 1
⎟⎟⎬
⎨∏ ⎜⎜
(1 n )
j <i ⎝ n − j + 1 ⎠ ⎭ n − i + 1
⎩
=
w[ i ] =
.
1−δ[ j ]
⎧⎪ ⎛ n − j ⎞
⎫⎪
⎧⎪ ⎛ n − j ⎞1−δ[ j ] ⎫⎪
⎟⎟
⎟⎟
⎨∏ ⎜⎜
⎬
⎨∏ ⎜⎜
⎬
⎪⎩ j <i ⎝ n − j + 1 ⎠
⎪⎭
⎪⎩ j <i ⎝ n − j + 1 ⎠
⎪⎭
But we recognize the denominator on the right-hand side of the above expression as the familiar
form of the Kaplan-Meier estimator of the survival function for the censored followup times,
evaluated just to the left of the observed duration at time T[i] (because of the strict inequality j<i in
the product rather than the required j≤i—see footnote on previous page). Let KM (t ) denote this
estimator in its right-continuous form, obtained by treating the censored followup times C–Ui as if
they were observed event times and treating the observed followup times Ti as if they were censoring
events. As usual, if a “censoring” time exceeds the longest observed “event” time in this reversed
sense, i.e., if the longest actually observed duration exceeds the longest actual censored followup
time, then KM is taken to remain at the level it attained at its last jump point. Thus for observed
cases we can write the weights simply as wi =

(1 n )
KM (Ti −)

.

The notation Ti– indicates that the

evaluation of KM(t) takes place just to the left of its argument, i.e., KM (Ti −) = limε ↓ 0 KM (Ti − ε ) .
This breaks ties between observed durations and censored followup times for discrete time data.
Finally, omitting the constant 1/n, (14) yields the simplified IPW form of the estimator in cases
where the largest observed duration exceeds the largest censored followup time:

Pˆ =

∑wY
w
∑
δ

i: δ i =1

i:

i =1

i i

where

wi=1/KM(Ti–).

(15)

i

If the largest observed duration T* satisfies C – U(k) < T* ≤ C – U(k–1) for some k>1, as in
the notation leading up to (7), then we make a slight modification to the weights in order for (15) to
agree with the self-consistent estimator (6) with modification (7). As before, denote by R* the set of
observed cases tied for the largest observed duration, R* = {i: δi=1 and Ti=T*}, and let r≥1 denote
the number of elements in R*. For each index in R*, each case weight wi equals 1/KM(T*–) = w,
say. The modification consists of replacing each of these r weights by
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⎛ k −1⎞ ⎛ k −1⎞
*
w* = w⎜1 +
⎟ = ⎜1 +
⎟ KM (T −) .
r ⎠ ⎝
r ⎠
⎝

(16)

The weighted average of the observed case outcomes with the modified weights then agrees with P̂
given by (6) and (7).
Standard errors
A standard error for P̂ may be derived by large sample methods, but the formula is
2

complicated. Alternatively, we may use the following simple bootstrap technique. We resample
the data vectors {Ui, Fi, Yi, δi} at random and with replacement to obtain a bootstrap sample of n
data vectors. The self-consistent estimator for this bootstrap sample is calculated and recorded, and
then the process is repeated B times. The bootstrap standard error of the estimated reversal rate is
obtained as the standard deviation of the self-consistent estimates obtained from the B bootstrap
samples. The standard error for the estimated reversal rate in the Liebman study was calculated in
this way, resampling the data vectors B=500 times.
Examples
We present four examples. The first illustrates the case of moderate censoring, while the
other illustrate the case of heavy censoring. The third and fourth examples illustrate how the
probability of Y=1 depends on P(t). In each example we use a sample of n=1,000 cases and 1,000
replications per example to estimate the bias and root mean squared error of both the complete-case
and self-consistent estimators.
In each example we take C=23 years (corresponding to the period 1973 through 1995), and
we take U to be uniformly distributed on the interval [0,23). In the first two examples we assume

2

In the case that there are no ties (i.e., there are n distinct event times), we have a simple expression for an
estimate of the variance of P̂ . Referring to the notation of footnote 1,
n
∧
Var ( Pˆ ) = ∑ Yi Sˆ0 (ti −) 2 + (1 − Yi ) Sˆ1 (ti −) 2 ni2 .

{

}

i =1
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that independent of U, T follows an exponential distribution with parameter β which we truncate to
the interval (0,23] so as to assure all true durations with early start times have some probability of
observation.

For the first example, we take β=0.2 so that the mean true duration (without

censoring) would be E[T] = β–1 – C{exp(βC) – 1}–1 = 4.766 years, and the proportion of censored
observations would be P[U+T > C] = (βC)–1 – {exp(βC) – 1}–1 = 0.2072 (derivations of formulas
omitted). This represents moderate censoring. We further assume a linear decline in the probability
of reversal as a function of duration: p(t) = P[Y=1|T=t] = 1 – t/C, which declines from certain
reversal for short durations to certain affirmation for long durations.

Thus P = P[Y=1] =

1 – E[T]/C = {1 – exp(–βC)}–1 – (βC)–1 = 0.7928. For the second example, we take β=0.01 such
that the mean true duration is 11.06 years, the censoring fraction is 0.4808 (heavy censoring), and
the true P = 0.5192.
For the third and fourth examples, we continue to assume U∼Unif [0,C] and now take T
uniformly distributed on [0,C] as well.

Thus we have that the mean true duration (without

censoring) would be E[T] = C/2 and heavy censoring of P[U+T > C] = ½.

For the third

example, we take p(t) = 1 – t/C as above, in which case P = P[Y=1] = 1 – E[T]/C = ½, whereas
for the fourth example we take p(t) = γ(1 – t/C)δ, with γ=1 and δ=¼, which declines to zero
rapidly only for t close to C. In that case we have P = P[Y=1] = γ/(1+δ) = 0.8.
The results of the simulation study are contained in Table 1 below. We can see in each
example that the complete-case estimate is seriously biased upward. In the first example with
moderate censoring the bias is a bit under 5 percentage points; in the remaining examples with heavy
censoring, the bias is about 16 or 17 percentage points (examples 2 and 3) and 9 percentage points
(example 4). The self-consistent estimator has a larger standard deviation than the complete-case
estimator (by about 24% in example 1, 34% in example 2, 27% in example 3, and 158% in example
4), but is essentially without bias. The root mean squared error (RMSE) of the self-consistent
estimator is about 66% smaller than the RMSE of the complete-case estimator in the example 1,
about 83% smaller in example 2, 84% smaller in example 3, and 61% smaller in example 4. The
RMSE of the self-consistent estimator consists primarily of its standard deviation component, while
the RMSE of the complete-case estimator consists primarily of its bias component.
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The small bias seen in example 4 can be attributed to the cases in the simulation in which the
self-consistent estimator required Pˆ (C − U (1) ) = L = Pˆ (C − U ( k −1) ) for k>1 to be estimated from the
complete-case estimator at t=T*. In these cases the estimated values for C–U(1),…, C–U(k–1) based
only on observed durations less than C–U(k–1) would be upwardly biased, because the true p(t)
function falls precipitously toward 0 for t close to C.

[Table 1 here.]
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Table 1—Simulation results.
Example 1: Moderate censoring, uniform U, truncated exponential T, linear P[Y=1|t] = 1 – t/C.
Estimator Average

~
P
P̂
~
P − Pˆ

Bias

0.8393 0.0465
0.7932 0.0004
0.0461

Standard deviation
of the estimator
0.0134
0.0164
0.0080

Root Mean
squared error
0.0484
0.0164

Standard error
of simulation
0.000423
0.000517
0.000254

Example 2: Heavy censoring, uniform U, truncated exponential T, linear P[Y=1|t] = 1 – t/C.
Estimator Average

~
P
P̂
~
P − Pˆ

Bias

0.6788 0.1597
0.5194 0.0002
0.1594

Standard deviation
of the estimator
0.0201
0.0270
0.0193

Root Mean
squared error
0.1609
0.0270

Standard error
of simulation
0.000635
0.000853
0.000610

Example 3: Heavy censoring, uniform U and T, linear P[Y=1|t] = 1 – t/C.
Estimator Average

~
P
P̂
~
P − Pˆ

Bias

0.6667 0.1667
0.5014 0.0014
0.1653

Standard deviation
of the estimator
0.0207
0.0262
0.0190

Root Mean
squared error
0.1680
0.0262

Standard error
of simulation
0.000656
0.000828
0.000602

Example 4: Heavy censoring, uniform U and T, P[Y=1|t] = (1 – t/C)1/4.
Estimator Average

~
P
P̂
~
P − Pˆ

Bias

0.8890 0.0890
0.8043 0.0043
0.0847

Standard deviation
of the estimator
0.0136
0.0351
0.0304

Root Mean
squared error
0.0900
0.0353

Standard error
of simulation
0.000429
0.001109
0.000962
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