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A Comparison of Methods for Generating
Correlated Binary Variates with Specified
Marginal Means and Correlations
John S. Preisser Jr. and Bahjat F. Qaqish

Abstract

Simulation studies employed to study properties of estimators for parameters in
population-averaged models for clustered or longitudinal data require suitable algorithms for data generation. The most useful algorithms for generating correlated binary data are those that allow general specifications of the marginal mean
and correlation structures, while being able to generate clusters of moderate to
large size. Such methods, however, cannot reproduce data for all possible multivariate binary distributions. Given a vector of marginal means, they often place
restrictions on the range of correlations beyond the natural restrictions applicable to any multivariate binary distribution. Motivated by problems in biostatistics, we compare the algorithms of Emrich and Piedmonte (1991) and Qaqish
(2003) with respect to range restrictions induced on correlations. Examples include generating longitudinal binary data and generating correlated binary data
compatible with specified marginal means and covariance structures for bivariate,
overdispersed binomial outcomes. Results show that both algorithms generally
have good coverage with Qaqish’s method giving a wider range of correlations
for longitudinal data having autocorrelated within-subject associations and Emrich and Piedmonte’s method giving a wider range of correlations for clustered
data having exchangeable-type correlations. Practical considerations for generating data with varying cluster sizes or for subjects in longitudinal studies with
missing data are also discussed.
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1. INTRODUCTION
Correlated data arise throughout health and biological sciences research. Methods and algorithms for the generation of correlated binary data are used for the study of the finite
sample performance of estimation procedures for clustered and longitudinal binary regression models. There exist many methods for generating correlated binary data, as discussed
by Qaqish (2003) and Chaganty and Joe (2006). Choice of a method depends upon its utility
for achieving an intended research goal. For example, simulating data from logistic-normal,
beta-binomial or other random effects models is conducive to studying the performance of
estimating procedures for similarly specified mixture models. On the other hand, simulation
techniques based on logistic transition models (Farrell and Sutradhar, 2006), in which the
probability of a positive response may depend on the subject’s other binary outcomes, are
useful for studying the statistical properties of estimators of parameters in transition models
for longitudinal binary outcomes (Zeger and Qaqish, 1988). Simulation studies usually aim
to study the performance of a statistical model of interest when data is generated under the
“true model” as well as under misspecified models that deviate from the true model in easily
discernable ways. Thus, the evaluation of estimators of interest is facilitated when the data
generating model is from the same class of models as the one under study.
Population-averaged or marginal models abound in biostatistics applications and research (Diggle et al. 2002), particularly with respect to correlated binary data (Prentice
1988; Zhao and Prentice, 1990; Qaqish and Liang, 1992; Carey, Zeger and Diggle, 1993).
These marginal models for µij = E(Yij ), the mean of the j-th response from the i-th cluster,
are expressed as a generalized linear model
g(µij ) = x0ij β ∗

i = 1, . . . , K; j = 1, . . . , ni

(1)

where g(·) is the link function, xij is the covariate vector, β ∗ is the marginal model regression parameter, and separate specification is often provided for the within-cluster association.
Accompanying the development of estimating procedures for marginal models such as generalized estimating equations has been the development of flexible methods to simulate data
from marginal models for correlated binary data. This development has been critically important since the marginal structures resulting from the likelihood specifications of random
2
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effects or transition models tend to be complex and difficult to pre-specify (Zeger, Liang and
Albert, 1988; Heagerty 1999, 2002; Ilk and Daniels, 2007). A broadly useful class of models
for generating correlated binary data based on marginal models requires only specification
of the vector of marginal means and matrix of pairwise marginal correlations (µi , Ri ) of the
multivariate binary distribution, where i is used to index a cluster. Note that this is equivalent to specifying (µi , Vi ) where µi = (µi1 , . . . , µin ) and Vi is the covariance matrix of the
binary data as Ri implies Vi and vice versa. To avoid explicit specification of the multivariate
distribution, which can be infeasible for large clusters, these marginal model approaches may
explicitly or implicitly impose structure on the higher moments of the multivariate binary
distribution. The various methods differ with respect to their flexibility in allowing equal
or unequal means, and patterned or un-patterned correlation matrices. No one method for
generating correlated binary data is superior to all the rest in every possible scenario. The
methods of Qaqish (2003) and Emrich and Piedmonte (1991) may be the most flexible in
that they allow specification of unequal means, arbitrary correlation matrix and negative
correlations (Chaganty and Joe, 2006).
Negative correlations may arise when multiple outcomes are modeled simultaneously,
which is sometimes done to increase efficiency. For example, in a cross-sectional sample
survey of health care utilization, three binary outcomes described whether residents of a rural
region made certain types of health care visits in the previous twelve months (Arcury et al.
2005). One of the types, regular check-up visits, was negatively correlated with the other two
visit types, chronic care visits and acute care visits, which were positively correlated with
each other. While in this example the binary outcome for regular check-up could be flipped,
i.e., to model the probability of not having a regular check-up visit, in order to make all three
pairwise correlations positive, it may not be possible to avoid negative correlations when four
or more binary outcomes are simultaneously modeled. In such situations, a method that can
generate correlated binary outcomes with negative correlations will be useful.
In most other situations, the capacity to generated correlated binary data that are
positively correlated will suffice. For longitudinal data, positive correlations that decay over
time are often assumed. In clustered data with a single outcome, such as when individuals in
the same family, hospital, school or geographic region are sampled, a positive exchangeable or
3
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equi-correlated correlation among cluster members leads to over-dispersion of the number of
“successes” at the cluster level (McCullagh and Nelder, 1989). Negative correlations leading
to under-dispersion are less common.
Use of any method for generating correlated binary data is subject to both general
restrictions on (µi , Ri ) that apply to all methods, as well as additional restrictions on the
ranges of these parameters that may be imposed by the specific data-generating method.
Until section 4, we drop the subscript i as we discuss a single cluster. Let Y1 , Y2, . . . , Yn be
Bernoulli random variables. Define µj = E(Yj ) = P (Yj = 1), for the j-th observation in the
p
cluster, ρjk = Corr(Yj , Yk ), j 6= k and ψj = µj /(1 − µj ). It then follows that

ψ ψ 
−1 
j
k
max − ψj ψk ,
≤ ρjk ≤ min
,
ψj ψk
ψk ψj

(j 6= k).

(2)

These natural restrictions on the correlations between pairs of observations within clusters
are hard mathematical limits that apply to all multivariate binary distributions. Thus, these
“pairwise bounds” cannot be violated by any method to generate correlated binary data.
They are a well-known consequence of the Frechet bounds, and appear in many articles on
binary data (e.g., Prentice, 1988; Shults et al. 2009). Simply put, they follow from the fact
that the probability of each of the four events {Yj = 0, Yk = 0}, {Yj = 0, Yk = 1}, {Yj =
1, Yk = 0}, and {Yj = 1, Yk = 1} must fall in the interval [0, 1]. A second set of natural
restrictions may result from the requirement that R is positive definite. For patterned
correlation matrices, formulae often exist for these restrictions. Taken together, the two set
of natural restrictions provide “natural bounds” on R.
The natural bounds provide necessary but not sufficient conditions for the existence
of a correlated binary distribution. In other words, a pair (µ, R) may satisfy the natural restrictions on ρjk for all pairs (j, k) placed on them by µ, and R might be positive definite, and
yet there may not exist a correlated binary distribution with the specified (µ, R). Examples
of positive-definite correlation matrices R incompatible with any µ are given by Chaganty
and Joe (2006). These authors provide necessary and sufficient conditions for existence of
a correlated binary distribution for given (µ, R) when n = 3 and outline an algorithm for
checking existence when n = 4. These conditions provide nonparametric limits on pairwise
correlations. For n > 4, checking existence is difficult but may be performed numerically for
4
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special cases.
A method for generating correlated binary data given (µ, R) may impose additional
restrictions on (µ, R). These restrictions result from structure imposed on the unspecified
higher-order moments by the model in order to make data generation feasible for clusters
with moderate to large cluster sizes; otherwise, for small sample sizes (e.g., n = 3 or 4), the
full joint multivariate distribution could be specified nonparametricly with the complete set
of joint probabilities. A multivariate binary distribution may exist for a given (µ, R) and
yet there may be no such distribution within the family of correlated binary distributions
that can be generated by the method. In other words, methods for generating correlated
binary data differ with respect to whether or not they can generate data for a given (µ, R)
for which some multivariate distribution exists. If two methods are each able to reproduce
(µ, R), they will often differ with respect to the full multivariate structure used to generate
the correlated binary data.
A particular method’s utility for generating correlated binary data can be measured
by its coverage with respect to the distributions that can be generated by the method,
among all possible correlated binary distributions. For example, Chaganty and Joe (2006)
provide a very limited set of comparisons for the range of correlation matrices covered by the
methods of Qaqish (2003) and Emrich and Piedmonte (1991). Specifically, they report the
range of correlations of the two methods in simple scenarios involving unequal means and
unstructured correlations with n = 3. They found that both methods gave good coverage
with the EP method having slightly better coverage. However, there are few comparisons of
these two methods in the literature. This article aims to fill this gap.
The goals of this article are three-fold. Section 2 describes and draws comparisons
of the algorithms of Emrich and Piedmonte (1991) based on the multivariate probit model
(EP), the method of Qaqish (2003) based on a conditional linear family (CLF) of multivariate
binary distributions. It also describes how CLF is related to an algorithm by Farrell and Sutradhar (2006) based on a conditional nonlinear family. Section 3 compares range restrictions
for correlations when using the CLF and EP algorithms for generating correlated binary data
for marginal models. Examples include simple models with equal means, longitudinal data
models with first order auto-regressive and decaying-product correlation structures, unequal
5
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means with exchangeable correlation structure, and a bivariate, overdispersed binomial data
model. Section 4 discusses practical considerations in generating correlated binary data with
specified marginal means and correlations when cluster sizes are unequal, and, in longitudinal studies, when data are missing, and section 5 contains concluding remarks.

2. GENERATING CORRELATED BINARY DATA WITH SPECIFIED (µ, R)
In this section, we review two flexible methods for generating correlated binary data with
pre-specified (µ, R). First, Emrich and Piedmonte (1991) proposed a method (EP) based on
the multivariate probit model in which they generate correlated standard normal variables,
and then dichotomize each coordinate. The method is based on the cumulative distribution
function:
Φ[x1 , x2 , θ12 ] =

Z

x1

−∞

Z

x2

f (z1 , z2 , θ12 )dz1 dz2
−∞

where f (z1 , z2 , θ12 ) is the standard bivariate normal random variable with correlation θ12 .
Given (µ, R), the method requires one to solve n(n − 1)/2 univariate nonlinear equations
that involve the bivariate normal integral
Φ[z(µj ), z(µk ), θjk ] = ρjk σj σk + µj µk
for θjk , (1, . . . , J − 1; k > j), where z(p) is the p-th quantile of the standard normal distrip
bution and σj = µj (1 − µj ). The solutions give the correlations {θjk } for the multivariate

normal distribution that are used to generate n standard normal variates, Z1 , . . . , Zn ; in
turn, these provide simulated values Yj = 1 if the standard normal variate is less than the

specified µj -th quantile, i.e., Zj < z(µj ), and Yj = 0 otherwise. For any ρjk satisfying the
natural bounds (2), a unique solution for the bivariate normal correlation will be obtained.
However, the restrictions (2) do not guarantee that the covariance matrix of the multivariate
normal vector will be positive semidefinite, a necessary condition for the second step. So the
method will not apply to all cases. SAS programs to implement the EP method are available from the authors. Additionally, there are R packages implementing the multivariate
probit method called mvtBinaryEP (By and Qaqish, 2011) and HapSim (Montana, 2005);
the latter author was apparently unaware of Emrich and Piedmonte (1991). Finally, Amatya
and Demirtas (2012) have provided an R package for the simultaneous generation of binary
6
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and normal variates with pre-specified marginal means and pairwise associations based on
an algorithm (Demirtas and Doganay, 2012) that additionally offers the option of replacing
an indefinite multivariate normal correlation matrix with a nearest positive semidefinite correlation matrix.

2.1. Conditional Linear Family
Qaqish (2003) introduced the conditional linear family (CLF) of correlated binary
distributions. Suppose we wish to simulate Y , a n−vector of Bernoulli variates with mean
vector µ and covariance matrix V. For j = 2, . . . , n, define Z j = (Y1 , . . . , Yj−1)0 , ζ j = E(Z j ),
Gj = cov(Zj ), and sj = cov(Zj , Yj ). Note that Gj and sj are determined from V. For a given
(µ, V ), a (j − 1)−vector bj is defined as bj = G−1
j sj (j = 2, . . . , n). The CLF is defined by
λj = P (Yj = 1|Z j = zj ) = µj + b0j (zj − ζ j )
= µj +

j−1
X
l=1

bjl (yl − µl )

(j = 2, . . . , n)

(3)

Data are generated recursively, first by generating Y1 from a Bernoulli distribution with mean
µ1 . Next Y2 |Y1 is generated, followed by Y3 |(Y2 , Y1 ) and so on. A given (µ, R) is reproducible
by the conditional linear family if λt ∈ [0, 1] for t = 2, . . . , n for all possible configurations
of y (e.g., if n = 4, there are 24 = 16 possible configurations). Lemma 2 of Qaqish (2003)
states that a given (µ, R) is reproducible by the CLF if

j−1
X
l=1

where

P

+

bjl µl −

and

P

−

X
−

bjl ≤ µj ≤ 1 +

j−1
X
l=1

bjl µl −

X
+

bjl

(3 ≤ j ≤ n)

(4)

denote the summation over {l : 1 ≤ l < j, bjl > 0} and {l : 1 ≤ l <

j, bjl < 0}, respectively. This lemma greatly reduces the computational effort required to
check that all the λj are in [0,1]. Qaqish (2003) gives useful results based on this condition
for some common correlation structures under equal and unequal means.
Equations (3) and (4) often reduce to special forms for patterned correlation structures, which is illustrated here for some longitudinal data structures. Define an n × n general
first-order “decaying-product” correlation matrix R(α) in terms of α = (α1 , . . . , αn−1 ) in
7
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which the elements are:
corr(Yj , Yk ) = Πkl=j+1αl−1

(j < k).

(5)

First, note that R(α) is always positive definite, i.e., when −1 < αj < 1, (j = 1, . . . , n − 1).
Next, arguments in the appendix show that, for this patterned correlation matrix, equation (3) simplifies to
λj = µ j +
where σj =

αj−1σj
(yj−1 − µj−1 )
σj−1

(j = 2, . . . , n)

(6)

p
µj (1 − µj ), j = 1, . . . , n. Furthermore, the conditions for reproducibility of

(µ, R) by CLF in equation (4) are equivalent to the pairwise bounds in equation (2) for the
off-diagonal correlations, α1 , . . . , αn−1 . These results follow from the fact that only the last
element of the vector bj , that is bj,j−1 = αj−1σj /σj−1 , is nonzero (see the appendix). In
other words, it is sufficient to check the bounds (2) for the elements of α = (α1 , . . . , αn−1 );
when they hold, the bounds for all ρjk (j 6= k) will also hold. Thus, for the decaying-product
correlation structure (5), all (µ, R) satisfying equations (2) are reproducible by CLF.
Whereas equation (5) is useful for describing the pattern of association among unequally spaced longitudinal measurements from a fixed set of measurement times, the AR-1
correlation structure given by corr(Yj , Yk ) = ρ|j−k| is often used for measurements at planned
occasions that are equally spaced. Since AR-1 is a special case of the decaying-product structure, equation (6) simplifies by replacing αj−1 with a single parameter ρ for j = 2, . . . , n.
The resulting equation for the λj may alternatively be derived directly from (3) by applying
a well-known formula for the inverse of an AR-1 correlation matrix (Qaqish, 2003). In the
case of equal means and an AR-1 structure, equation (6) reduces to
P (Yj = 1|yj−1) = µ + ρ(yj−1 − µ)

(j = 2, . . . , n),

(7)

the model studied by Zeger, Liang and Self (1985). Thus to generate Y, first generate
Y1 as Bernoulli with mean µ. Then generate, in sequence, Y2 , . . . , Yn , each Bernoulli with
mean E(Yj |Yj−1) given in equation (7). SAS programs to implement CLF are provided at
http://www.bios.unc.edu/distrib/gee/clf/. There is also an R package called binarySIMCLF

8

http://biostats.bepress.com/uncbiostat/art28

(By and Qaqish, 2009).

2.2. Nonlinear Dynamic Conditional Probability Models
Next, we consider a conditional nonlinear family that is related to the CLF. In this
method, Y1 is generated as Bernoulli with mean µ1 = exp(x01 β)/[1 + exp(x01 β)] for some x1
and β. Then Y2 , . . . Yn are generated successively by
λ∗j = P (Yj = 1|Zj = zj ) = exp(ηj )/[1 + exp(ηj )],

(j = 2, . . . , n)

(8)

where ηj = x0j β + zj0 γ j for some design vector xj , where γ j conforms to the dimension of zj =
(y1 , . . . , yj−1)0 . Equations (3) and (8) both have conditional forms, with joint probabilities
P (Y1 = y1 , . . . , Yn = yn ) that are produced from µ1 and n − 1 conditional probabilities.
In each method, data are generated recursively from variates having successive conditional
Bernoulli distributions. The model in equation (8) is useful for generating correlated binary
data to study the properties of logistic transition models (e.g., Zeger and Qaqish, 1988).
However, it has limited usefulness for generating data with specified marginal structures
(µ, R), as determining the structure of the model in equation (8) that corresponds to the
desired marginal means and correlations may be difficult, if not impossible.
Farrell & Sutradhar (2006) discuss a first-order version of the model in equation (8),
a nonlinear dynamic conditional probability (NDCLP) model given by
λ∗j = P (Yj = 1|yj−1) = exp(x0j β + γyj−1 )/[1 + exp(x0j β + γyj−1)]

(j = 2, . . . , n),

(9)

for which they give formulae for the elements of (µ, R) given (β, γ). Specifically, they show
µj = P (Yj = 1) = pj0 + µj−1(pj1 − pj0)

(j = 2, . . . , n)

(10)

where pj1 = exp(x0j β + γ)/[1 + exp(x0j β + γ)] and pj0 = exp(x0j β)/[1 + exp(x0j β)], and
corr(Yj , Yk ) = Πkl=j+1 (σl−1 /σl )(pl1 − pl0 )
= (σj /σk )Πkl=j+1 (pl1 − pl0 ) (j < k).

(11)

Thus, equation (9) induces a marginal longitudinal model with decaying-product correlation
structure given by αj−1 = (σj−1 /σj )(pj1 − pj0 ) in equation (5) where the components of
α = (α1 , . . . , αn−1 ) are functions of β and γ.
9

Hosted by The Berkeley Electronic Press

It is generally difficult to relate CLF and NLDCP models to one another. However,
the intrinsic linearity of equation (9) suggests that, in some cases, CLF and NLDCP model
specifications may be equivalent. First, for binary x, any function f (x) can be expressed as
a linear function, f (x) = a + bx, for some a and b. As yj−1 is binary, equation (9) can be
expressed as
λ∗j = P (Yj = 1|yj−1) = pj0 + (pj1 − pj0)yj−1 .

(12)

The simplest example of equivalent CLF and NLDCP models for correlated binary data is
the equal means (µ) model with AR-1 correlation (ρ). First, generate Y1 as Bernoulli with
mean µ. Then, let θ = µ(1 − ρ), xj = 1 for all j = 2, . . . , n, β = log[θ/(1 − θ)], and
γ = log[(θ + ρ)/(1 − θ − ρ)] − β. By substituion, equation (12) simplifies to equation (7),
proving equivalence. Next, a marginal model with equal means and decaying-product correlation structure (with parameters {µ, α1 , α2 , . . . , αn−1}) can be generated as a special case
of equation (8). Let
λ∗j = P (Yj = 1|yj−1) = exp(βj + γj yj−1)/[1 + exp(βj + γj yj−1 )],

j = 2, . . . , n,

(13)

where θj−1 = µ(1 − αj−1 ), βj = log[θj−1 /(1 − θj−1 )], and
γj = log

n exp(β ) + α [1 + exp(β )] o
j
j−1
j
− βj ,
1 − αj−1[1 + exp(βj )]

j = 2, . . . , n.

Then, by substitution, equation (13) reduces to
λj = µ + αj−1 (yj−1 − µ)

(j = 2, . . . , n).

(14)

Thus, the NLDCP model in equation (13) is a decaying-product model with equal means that
is equivalent to the CLF model in equation (6) where µj = µ, j = 1, . . . , n. The equivalency
of models implies that they have the same bounds on ρ, which in these cases are given by
the natural restrictions in equation (2).
We note that Farrell and Sutradhar (2006) falsely claim that model (9) can produce
correlations outside the range restrictions on the correlations imposed by the natural bounds
in equation (2). Specifically, the bounds on the “lag correlations” they give in their equation
(11) and in their Table 2 for specific models are not imposed by the CLF, as they suggest, but
10
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rather they are the natural bounds. The explanation for why their computed correlations for
the NDCLP model were, surprisingly, outside the bounds is as follows: they were incorrectly
computed from equation (5) (with αj−1 = pj1 − pj0 ) when they should have been computed
from equation (11), that is, they left off the factor σj /σk . The error affected all their
computed lag correlations, not just the ones in bold (the correlations in parentheses in their
Table 2 are correct). It is worth mentioning that Farrell & Sutradhar mis-interpreted their
equation (10), reproduced here as equation (11). The statement immediately following that
equation, “Since 0 < pj1 , pj0 < 1, it is clear that corr(yu , yt) ranges from -1 to 1”, is false
because it ignores the mathematical relationships between the (pj0 , pj1)’s and the µj ’s shown
in equation (10). Unfortunately, the same erroneous statement appears almost verbatim in
Farrell & Rogers-Stewart (2008) and chapter 7 of Sutradhar (2011).
We note that marginalized models (Heagerty, 2002) could be used for generation
of correlated binary data with a pre-specified mean µ, but not with pre-specified (µ, R).
Marginalized models specify a flexibly structured version of equation (8) by replacing x0j β
with observation-specific (and cluster-specific) parameters ∆j that is compatible with the
marginal mean model in equation (1). A likelihood function links the conditional model,
which accounts for the correlation structure, to the marginal model. However, marginalized
models do not allow direct specification of the marginal pairwise associations that are often
of interest in biostatistics applications.
Because neither equations (8) nor (9) provide a general mechanism to generate correlated binary data for pre-specified (µ, R), the focus of this article, the NLDCP will not be
considered in the next section, except to note where it has an equivalent formulation to a
CLF model.

3. COMPARISON OF METHODS THROUGH EXAMPLES
3.1. Equal Means
When µ1 = . . . = µn , the pairwise bounds in equation (2) reduce to


2
2
max − ψ , −1/ψ ≤ ρjk ≤ 1,
where ψ =

p

(15)

µ/(1 − µ) where µ = µj , j = 1, . . . , n denotes the common mean. Equation (15)
11
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reduces to the bounds (-1,1) if and only if µj = µk = 0.5. When corr(Yj , Yk ) = ρ|j−k|, which
follows the first-order autoregressive (AR-1) correlation structure, ρjk is replaced by ρ in
equation (15), and all R(ρ) with −1 < ρ < 1 are positive definite. As noted in section 2,
CLF does not place any additional restrictions on ρ so that the range restrictions for CLF
shown in Figure 1 are the same as those given by equation (15). On the other hand, the
EP method applies additional restrictions, which affect only the lower bound of ρ, further
constricting the range of its negative values (Figure 1).
For corr(Yj , Yk ) = ρ, which follows the exchangeable correlation structure, ρjk in
equation (15) is replaced with ρ giving the pairwise bounds (PB), and R(ρ) is positive definite
if and only if −1/(n − 1) < ρ < 1. In other words, the impact on positive definiteness of R
is to increasingly restrict the range of negative correlations as the sample size increases. For
exchangeable correlation, a given (µ, R) is reproducible by CLF if and only if (Theorem 2
of Qaqish, 2003)
o
h
n

−1
1
ρ ≥ − (n − 1) max ψ 2 , 2 + 1 − 1 .
ψ
Figure 2 plots the natural limits on ρ and shows the range restrictions imposed by the CLF
and the EP methods. The range restrictions for the EP method are determined by evaluating ρ within the range given by equation (15) in increments of 0.001 and determining for
each ρ if the algorithm worked, i.e., converged and resulted in a positive definite tetrachoric
correlation. Figure 2 shows that the EP method gives a slightly wider range of negative
correlations than CLF, whereas both methods can reproduce any equal means model with
positive exchangeable correlation. Note that except for ρ = 0, the exchangeable correlation
model with equal means cannot be reproduced by the NLDCP model.

3.2. Longitudinal Data Models with Unequal Means
Range restrictions on correlations for unequal means are examined in the context
of linear trends in means for longitudinal data. Table 1 gives the range on ρ for n = 6
under different sets of µ = (µ1 , . . . , µ6 ) for decaying-product correlation structures. Initially,
means for equally spaced visits under an AR-1 structure are considered. As expected, the
CLF bounds are the same as the bounds imposed by equation (2). The EP bounds for ρ are

12
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only slightly more restricted than the CLF bounds.
Next, linear trends in longitudinal data with unequally spaced means are considered.
Our motivation for unequal spacing is a study by Perin, Preisser and Rathouz (2009) who
examined trends in smoking over time in the United States among a cohort of young adults
participating in the Coronary Artery Risk Development in young Adults (CARDIA) study.
Binary smoking status (yes/no) in the CARDIA study was assessed at visits at years t1 =
0, t2 = 2, t3 = 5, t4 = 7, t5 = 10 and t6 = 15. For this design, a generalization to unequal
study visits of the AR-1 correlation structure is considered:
corr(Yj , Yk ) = ρ|tj −tk |
= Πkl=j+1ρ|tl−1 −tl |

(j < k).

(16)

First, note that equation (16) has a decaying-product correlation structure where, for this
example, α1 = α3 = ρ2 , α2 = α4 = ρ3 , and α5 = ρ5 in equation (5). Additionally, the correlation pattern in equation (16) can be viewed as AR-1 with non-represented years between
years 0 and 15 considered as missed visits. Once again, the CLF bounds are the same as the
bounds imposed by equation (2), and the EP bounds are only slightly more restricted than
CLF (Table 1).

3.3. Models for Unequal Means with Exchangeable Correlation
We compare methods of data generation with respect to their range restrictions for
an exchangeable correlation (ρjk = ρ) in the case of scenarios involving n = 4 unequal means
µ given in Table 2. The first column of Table 2 gives the natural bounds on ρ that can not
be violated by any method. For these eight scenarios, the EP method has somewhat better
coverage than CLF where the latter method tended to be more restricted, particularly with
respect to negative correlations. Notably, the EP method achieved the upper nonparametric
limit in all eight scenarios, whereas the CLF method did so in four of them.

3.4. A Model for Bivariate Overdispersed Binomial Data
(1)

(1)

(2)

(2)

Suppose we wish to generate correlated binary variates Y = (Y1 , . . . , Yn1 , Yn1+1 , . . . , Yn )0 ,
distinguishing (with superscripts) the n observations as belonging to two groups with n1 and
13
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n2 = n − n1 observations, respectively. Indexing observations with k, we define a model with
(1)

(1)

possibly unequal means E(Yk ) = P (Yk
(1)

(2)

(2)

= 1) = µ1 and E(Yk ) = P (Yk

(1)

(2)

(2)

= 1) = µ2 , and
(1)

(2)

correlation structure with corr(Yk , Yk0 ) = α1 , corr(Yk , Yk0 ) = α2 , and corr(Yk , Yk0 ) =
α3 , for k 6= k 0 . Table 3 reports range restrictions on the between-group correlation α3 for
various sample sizes (n1 , n2 ) and within-group correlations (α1 , α2 ) when µ1 = 0.80 and
µ2 = 0.15. The scenarios evaluated include moderate to large sample sizes typically found
in medical diagnostic testing studies where µ1 and µ2 , the probabilities of positive test results in diseased and non-diseased groups, respectively, can be substantially different (e.g.,
Chu, Guo and Zhou, 2010). Accordingly, the pairwise bounds on α3 tend to be narrow.
Specifically, while equation (2) indicates that −0.250 < α1 < 1 and −0.176 < α2 < 1,
it also gives −0.840 < α3 < 0.210. Since α3 > 0 is expected, these are effectively tight
(2)

bounds. Flipping the Yk

(2)

outcomes to (1 − Yk ) in order to model (µ1 , 1 − µ2 ) instead of

(µ1 , µ2 ) doesn’t help; instead it gives tight bounds on negative correlations when α3 < 0
is expected. Moreover, results in Table 3 show that the range of α3 is highly restricted by
large sample sizes through their impact on positive definiteness of R. In particular, given
natural restrictions −1/(n1 − 1) < α1 < 1 and −1/(n2 − 1) < α2 < 1, R(α) is positive
p
definite if and only if |α3 | < φ1 φ2 /(n1 n2 ), where φd = [1 + αd (nd − 1)] for d = 1, 2. Writing
φd /nd = αd + (1 − αd )/nd reveals that the range of α3 becomes more narrow as sample

sizes increase, as illustrated in Table 3. Generally, the EP method provides a good range
of correlations, considering that one would usually expect α3 < αd for d = 1, 2. The CLF
method provides as good (or better) a range of negative correlations as EP, but not quite as
good a range of positive correlations.
(1)

The above model generates bivariate, overdispersed binomials taking T1 = Y1
(1)

(2)

+

(2)

. . . + Yn1 and T2 = Yn1 +1 + . . . + Yn . For a diagnostic testing study, T1 and T2 are
the number of positive test results in groups with and without disease, respectively, which
could be from a single medical clinic or study center (cluster). It is easy to show that
E(T1 ) = n1 µ1 , E(T2 ) = n2 µ2 , var(T1 ) = n1 µ1 (1 − µ1 )φ1 , var(T2 ) = n2 µ2 (1 − µ2 )φ2 , and
p
ρ = corr(T1 , T2 ) = α3 (n1 n2 )/(φ1 φ2 ). Hall (2001) discusses that to generate (T1 , T2 ) with
correlation ρ, binomial parameters µ1 and µ2 , and overdispersion φ1 and φ2 such that

φd ∈ (0, nd ) (the natural range), respectively, take αd = (φd − 1)/(nd − 1) for d = 1, 2
14
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p
and α3 = ρ φ1 φ2 /(n1 n2 ).
4. PRACTICAL CONSIDERATIONS FOR SIMULATION STUDIES
In generating correlated binary data, the natural restrictions for (µi , Ri ) should hold
for every cluster, i = 1, . . . , K. Let Y1 , Y2 , . . . , Yni be correlated Bernoulli random variables
for the i-th cluster. Define µij = E(Yij ) = P (Yij = 1), for the j-th observation in the i-th
p
cluster, ρijk = Corr(Yij , Yik ) for j 6= k and ψij = µij /(1 − µij ). It then follows that the

generalization of range restrictions in equation (2) are


ψ ψ 
−1 
ij
ik
max − ψij ψik ,
≤ ρijk ≤ min
,
ψij ψik
ψik ψij

(j 6= k) ∀ i.

(17)

A common assumption in the analysis of population averaged models, such as based on generalized estimating equations, is that the correlation structure and its parameter values are
homogeneous across clusters. For example, in the exchangeable correlation case, the allowable values of ρ = ρijk may be highly restricted if there are many covariates or covariates with
extreme values, since restrictions (17) on ρ must be satisfied for every pair of observations
within every cluster. The second set of general restrictions results from the requirement that
Ri is positive definite for i = 1, . . . , K. Again, for an exchangeable correlation common across
clusters, Ri (ρ) is positive definite for i = 1, . . . , K, if and only if −1/(max{ni } − 1) < ρ < 1.
Recall that while these sets of natural restrictions are necessary, they may not be sufficient
for the existence of a correlated binary distribution (Chaganty and Joe, 2006). Any particular method for generating correlated binary data may introduce additional restrictions that
should be satisfied for every cluster. For example, if equations (4) hold for every cluster,
then the CLF algorithm can be used to generate correlated binary data for that model.

4.1. Unequal Cluster Sizes for Bivariate Overdispersed Binomial Data
Consider now a meta-analysis of diagnostic testing studies where the number of individuals varies across studies (clusters). Let ni1 be the number of diseased subjects (d = 1)
and ni2 be the number of non-diseased (d = 2) subjects in the i-th study (cluster), with
(d)

study size ni = ni1 + ni2 . Let Yik = 1 if the diagnostic test is positive for the k-th person
(d)

in the d-th group in the i-th study; and otherwise Yik = 0 for a negative test result. Let
15
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(d)

(d)

E(Yik ) = P (Yik = 1) = µd , for d = 1, 2, be the probability of a positive test result for
individuals in diseased and non-diseased groups, respectively. A basic goal of such studies
P i1 (1)
is to estimates µ1 and µ2 , the population-averaged means. In each study, Ti1 = nk=1
Yik
Pn
(2)
and Ti2 = k=ni1 +1 Yik are the numbers of diseased and non-diseased subjects with positive

test results, respectively, for i = 1, . . . , K studies with binomial parameters µi1 = ni1 µ1 and

µi2 = ni2 µ2 . One possible model (Model I) assumes common values of the correlations across
studies, i.e., αi1 = α1 , αi2 = α2 , and αi3 = α3 . The results in Table 3 strongly suggest that,
for Model I, the range restrictions on these correlations will be determined by the largest
cluster and group sizes. In particular, positive definiteness of R(α), where α = (α1 , α2 , α3 )0
p
requires that |α3 | < ρ × mini { [α1 + (1 − α1 )/ni1 ][α2 + (1 − α2 )/ni2 ]}. For example, bivariate overdispersed binomial data from a meta-analysis of diagnostic studies given in Table

1 of Chu et al. (2010) consists of binomial pairs (ni0 , Ti0 ) and (ni1 , Ti1 ) from 31 studies on
the accuracy of positron emission tomography for diagnosis of pulmonary nodules and mass
lesions. For these data, ni1 ranged from 2 to 30 (mean 13) and ni2 ranged from 9 to 94
(mean 34). Fixing (α1 , α2 ) = (0.10, 0.05) gives positive definite Ri for all i if and only if
|α3 | < 0.096.
An alternative correlation model (Model II) for Ti = (Ti1 , Ti2 )0 , which may be preferred when sample sizes vary significantly across clusters, fixes the overdispersion parameters φ1 and φ2 , and correlation ρ, by taking αid = (φd − 1)/(nid − 1) for d = 1, 2, and
√
√
αi3 = ρ φ1 φ2 / ni1 ni2 . Given φd , d = 1, 2 that are compatible with an underlying multivariate binary model in the sense that the {αid } satisfy the natural restrictions, choice of
ρ is unrestricted between -1 and 1. Finally, for balanced cluster sizes such that ni1 = n1
and ni2 = n2 for all i, the correlation parameter vector αi is common across clusters and so
Model I and Model II are equivalent.

4.2. Generating Incomplete Longitudinal Binary Data
A practical question may arise as to whether in a simulation study investigating
marginal models for longitudinal binary data with unequal cluster sizes one should generate
complete data first and then drop data to create missingness or imbalance in cluster sizes,
or whether one should first simulate the missingness pattern and/or cluster size and then
16
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simulate data based on the pattern of observed data. The natural restrictions on (µi , Ri ) (as
well as any additional restrictions on these parameters imposed specifically by the algorithm)
have implications in both approaches, which are best illustrated with an example of dropout
in longitudinal data at a fixed number (n) of common planned observation times. Define
(o)

(u)

the complete data vector Yi = (Yi , Yi ) where the superscript “o” indicates the observed
data and “u” the unobserved data.
In the pattern mixture model approach (Little, 1993; Fitzmaurice and Laird, 2000),
one first generates the missingness data patterns. For example, in the monotone missingness
case (i.e., dropout) with n = 4 visits, their would be four patterns (assuming the first visit
always observed) with dropout following visits 1, 2 and 3 respectively, or complete data.
Only after the missingness pattern has been determined, the correlated binary data are
(o)

(o)

generated for the cluster. A potential problem arises when range restrictions for (µi , Ri ),
(o)

either natural ones or method-specific ones, satisfied for an incomplete cluster Yi

are not

satisfied for the complete cluster. We have seen, for example, that range restrictions on
correlations resulting from the requirement that R is positive definite often become tighter
as cluster sizes increase. There will also be more pairwise bounds in equation (17) to satisfy
for larger clusters than for smaller clusters. Therefore, great care should be taken in choice
of means and correlations for simulating data so that range restrictions are satisfied for the
complete data Yi .
In the model selection approach, which is highly useful for longitudinal data models
(e.g., Little, 1993; Robins, Rotnitzky and Zhao, 1995; Preisser, Lohman, and Rathouz, 2002;
(o)

(u)

Perin et al., 2009), one first generates the complete data for every cluster Yi = (Yi , Yi )
using an algorithm where the restrictions on (µi , Ri ) are met for i = 1, . . . , K. Once the
complete data are generated, the time of dropout can be generated from successive conditional probabilities given not having yet dropped out. Given that range restrictions are met
(o)

(o)

for the complete data, they will often be met for (µi , Ri ). So, the potential perils in
simulating correlated binary data seem fewer in this case. However, problems with model
convergence could occur when the dropout level is high, or when missing data are missing
at random when violation of bounds in computations becomes more likely. Such violations
may be more likely, when values of correlations for simulations are chosen near boundaries
17
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of their range restrictions.
In summary, generating incomplete binary clusters in a simulation study investigating marginal models can be done under a selection model or pattern mixture model for
missingness. In either case, care should be taken that the natural restrictions on (µi , Ri )
corresponding to the distribution for the complete data are satisfied. When CLF is used for
simulations, the compatibility condition in equation (4) can be checked for each cluster.

5. CONCLUDING REMARKS
In this article, the CLF method for generating correlated binary data was compared
to the probit-based (EP) method of Emrich and Piedmonte (1991) with respect to range
restrictions on correlations for some special correlation patterns. In agreement with the
limited results reported by Chaganty and Joe (2006), our study showed that both CLF
and EP methods had good coverage with respect to their range of correlations. The CLF
method had somewhat better coverage for autoregressive correlation structures whereas the
EP method had somewhat better coverage for exchangeable correlation patterns including an
extension involving bivariate, overdispersed binomial distributions. With respect to results
not shown in their article, Chaganty and Joe (2006) noted that ”sometimes the method
of Qaqish (2003) can get closer to the nonparametric lower bound for the equicorrelated
structure.” It is notable that for the decaying-product correlation structure, the CLF method
does not impose any restrictions on the range of correlations in addition to the natural
restrictions.
For CLF, if a given (µ, R) is not reproducible, it might be reproducible by a permuted
version of µ with corresponding rows and columns permutated to maintain equivalence
(Qaqish, 2003). In the case of n = 4, for example, checking all 4! = 24 permutations of
the elements of µ (with corresponding row and column swapping in R) would result in CLF
achieving the upper nonparametric bound for every case in Table 2. However, in many
cases it may not be practical to check for CLF compatibility in all n! permutations. For
example, in the bivariate, overdispersed binomial example in Table 3, even with replicated
values of µ1 and µ2 , there are n!/(n1 !n2 !) non-redundant permutations of µ; for the case with
n1 = n2 = 20 there are over a million unique permutations! Establishing rules for identifying
18
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sequences with the best CLF range restrictions requires further research.
Special attention is required when generating correlated binary data for marginal
models from clusters with unequal sizes, including missing data in longitudinal studies with
a common set of pre-planned visits. In such cases, range restrictions on correlations will
depend on a number of factors, including the distribution of cluster sizes and the models
for the means and pairwise correlations. Means that differ substantially from one another
place heavy restrictions on correlations through their natural pairwise bounds. Additionally,
varying cluster sizes cause varying degrees of restriction through the requirement that all
Ri are positive definite. Particular methods to generate correlated binary data such as CLF
and EP may place additional restrictions on correlations, and compatibility for one cluster
size (whether pre-planned or due to missing data) may not guarantee compatibility for a
different cluster size. The choice of the particular method of generating incomplete correlated
binary data will depend on the models and estimation procedures being investigated in the
simulation study.
Finally, we chose to study the methods of Qaqish (2003) and Emrich and Piedmonte
(1991) since they are among the most flexible in that they allow specification of unequal
means, arbitrary correlation matrix and negative correlations. The relationship between a
method based on a conditional linear family (Qaqish, 2003) and one based on a conditional
nonlinear family of distributions (Farrell & Sutradhar, 2006) was also explored. Although
the respective algorithms have some common features, and in fact are equivalent in some
simple cases, the two methods are generally not comparable. It should be noted however,
that, in either method, the multivariate binary distribution defined by the model used to
generate the correlated binary variates depends on the ordering of the variates. In summary,
no single method is expected to handle all possible (µ, R) in cases with moderate to large
n. As discussed by Qaqish (2003) and Chaganty and Joe (2006) there are a number of other
methods that are suitable depending upon the context.
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APPENDIX

Proof that method of Qaqish (2003) will generate a first-order Markov chain whenever the
correlation matrix has the decaying-product structure. Define an n × n general first-order
“decaying-product” correlation matrix in terms of α = (α1 , . . . , αn−1 ) in which the elements
past the diagonal in the k-th row of R(α) are:

αk , αk αk+1, αk αk+1 αk+2 , . . . , αk · · · αn−1 .
The elementwise ratios of column k to column k − 1 are either αk−1 (the first k − 1 ratios), or
its reciprocal (the last n−k ratios). Having simulated Y1 , . . . , Yj−1, the CLF method requires
computing bj = G−1
j sj . This is done not by ”invert and multiply”, but rather by solving the
equation Gj bj = sj for bj . Write Gj = Dj Rj Dj where Rj is the correlation matrix of Zj and
Dj is a diagonal matrix with σk , k = 1, . . . , j −1 as diagonal elements. The equation becomes

Dj Rj Dj bj = sj , and after pre-multiplying by Dj−1 becomes Rj (Dj bj ) = Dj−1 sj . Solving this

equation for Dj bj means finding the coefficients in the linear combination of the columns of
Rj that is equal to Dj−1 sj . It is easy to see that if the correlation matrix has the decayingproduct form, then Dj−1 sj = αj−1σj R[1 : j − 1, j − 1], making use of common matrix slicing

notation. That is, Dj−1 sj is αj−1 σj times the last (j − 1th) column of Rj . Hence, the solution

is Dj bj = (0, . . . , 0, αj−1σj ). Pre-multiplying by Dj−1 gives bj = (0, . . . , 0, αj−1σj /σj−1 ). The

coefficients of Y1 , . . . , Yj−1 in equation (3) are all zero except that of Yj−1, simplifying to
equation (6).
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Table 1: For different values of µ, range restrictions on ρ for each of the CLF (Qaqish,
2003) and EP (Emrich and Piedmonte, 1991) models, as well as the nonparametric limits,
for longitudinal data models with equal or unequal means and decaying-product correlation
structure.
nonparametric†
µ = (µ1 , µ2 , . . . , µ6 )0
limits
CLF††
EP
first-order autoregressive (AR-1) structure
(0.30,0.34,0.38,0.42,0.46,0.50) (-0.470,0.912) (-0.470,0.912) (-0.451,0.910)
(0.30,0.32,0.34,0.36,0.38,0.40) (-0.449,0.954) (-0.449,0.954) (-0.415,0.953)
(0.30,0.30,0.30,0.30,0.30,0.30) (-0.429,1.000) (-0.429,1.000) (-0.359,1.000)
(0.30,0.28,0.26,0.24,0.22,0.20) (-0.266,0.941) (-0.266,0.941) (-0.263,0.939)
(0.30,0.26,0.22,0.18,0.14,0.10) (-0.134,0.826) (-0.134,0.826) (-0.134,0.821)
Decaying-product structure‡
(0.30,0.34,0.40,0.44,0.50,0.60) (-0.837,0.955) (-0.837,0.955) (-0.816,0.954)
(0.30,0.32,0.35,0.37,0.40,0.45) (-0.795,0.977) (-0.795,0.977) (-0.781,0.976)
(0.30,0.30,0.30,0.30,0.30,0.30) (-0.754,1.000) (-0.754,1.000) (-0.741,1.000)
(0.30,0.28,0.25,0.23,0.20,0.15) (-0.649,0.966) (-0.649,0.966) (-0.649,0.964)
(0.30,0.26,0.20,0.16,0.10,0.01) (-0.507,0.787) (-0.507,0.787) (-0.507,0.787)
†

bounds on ρ imposed by binary pairs via equation (2) are also the nonparametric limits.
the CLF bounds are the same as equation (2).
‡
ρjk = ρ|tj −tk | for t1 = 0, t2 = 2, t3 = 5, t4 = 7, t5 = 10 and t6 = 15.
††
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Table 2: For different values of µ† , the range restrictions on the exchangeable correlation
for the CLF (Qaqish, 2003) and EP (Emrich and Piedmonte, 1991) methods, as well as the
natural bounds, for models with unequal means with n=4.
µ = (µ1 , µ2 , µ3 , µ4)0
(0.88, 0.10, 0.75, 0.21)
(0.95, 0.51, 0.87, 0.65)
(0.18, 0.33, 0.51, 0.64)
(0.08, 0.14, 0.24, 0.32)
(0.02, 0.51, 0.28, 0.17)
(0.05, 0.29, 0.16, 0.13)
(0.05, 0.30, 0.45, 0.32)
(0.12, 0.55, 0.71, 0.49)

natural††
bounds
(-0.172,0.123)
(-0.089,0.234)
(-0.329,0.351)
(-0.119,0.430)
(-0.065,0.140)
(-0.089,0.359)
(-0.150,0.254)
(-0.333,0.236)

CLF
(-0.103,0.123)
(-0.067,0.234)
(-0.185,0.246)
(-0.076,0.307)
(-0.043,0.140)
(-0.043,0.359)
(-0.082,0.231)
(-0.157,0.214)

EP
(-0.142, 0.123)
(-0.089, 0.234)
(-0.191, 0.351)
(-0.113, 0.430)
(-0.065, 0.140)
(-0.087, 0.359)
(-0.128, 0.254)
(-0.183, 0.236)

†

These are means µj (j = 1, 2, 3, 4), rounded to two decimal places, induced by models in
equation (9) with specifications detailed in Farrell and Sutradhar (2006) for their Table 2.
††
natural bounds are the range of ρ that satisfy the pairwise bounds in equations (2)
and −1/(n − 1) < ρ < 1. Specifically, these bounds are max(Lb , Ld ) < ρ < min(Ub , Ud )
where (Lb , Ub ) are the pairwise bounds, for example, Lb = −0.362 and Ub = 0.236
for µ = (0.12, 0.55, 0.71, 0.49), and (Ld , Ud ) are the bounds on ρ for R to be positive
definite, specifically Ld = −1/3 and Ud = 1.
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Table 3: Given the means for diseased (µ1 = 0.80) and non-diseased (µ2 = 0.15) groups of
individuals† and different values of within-group correlations (α1 , α2 ), the range restrictions
on the between-group correlation α3 for the CLF (Qaqish, 2003) and EP (Emrich and Piedmonte, 1991) methods, as well as the natural bounds, for different numbers of diseased (n1 )
and non-diseased (n2 ) individuals.
natural††
(n1 , n2 ) bounds on α3
CLF
EP
No overdispersion (α1 = 0, α2 = 0)
(2, 2)
(-0.500,0.210) (-0.198,0.092)
(-0.283,0.173)
(20, 20) (-0.049,0.049) (-0.015,0.008)
(-0.023,0.022)
(20, 50) (-0.031,0.031) (-0.010,0.007)
(-0.014,0.014)
(20, 100) (-0.022,0.022) (-0.007,0.005)
(-0.010,0.010)
(20, 200) (-0.015,0.015) (-0.005,0.004)
(-0.007,0.007)
Homogeneous overdispersion (α1 = 0.02, α2 = 0.02)
(2, 2)
(-0.510,0.210) (-0.217,0.105)
(-0.298,0.178)
(20, 20) (-0.068,0.068) (-0.039,0.014)
(-0.043,0.039)
(20, 50) (-0.052,0.052) (-0.038,0.014)
(-0.035,0.033)
(20, 100) (-0.045,0.045) (-0.037,0.014)
(-0.032,0.030)
(20, 200) (-0.041,0.041) (-0.037,0.014)
(-0.031,0.029)
Heterogeneous overdispersion (α1 = 0.05, α2 = 0.02)
(2, 2)
(-0.517,0.210) (-0.221,0.108)
(-0.309,0.181)
(20, 20) (-0.082,0.082) (-0.047,0.020)
(-0.055,0.050)
(20, 50) (-0.062,0.062) (-0.045,0.020)
(-0.045,0.042)
(20, 100) (-0.053,0.053) (-0.044,0.020)
(-0.042,0.039)
(20, 200) (-0.049,0.049) (-0.044,0.020)
(-0.040,0.037)
Heterogeneous overdispersion (α1 = 0.10, α2 = 0.05)
(2, 2)
(-0.537,0.210) (-0.251,0.115)
(-0.338,0.188)
(20, 20) (-0.118,0.118) (-0.086,0.030)
(-0.093,0.079)
(20, 50) (-0.100,0.100) (-0.085,0.030)
(-0.084,0.072)
(20, 100) (-0.092,0.092) (-0.085,0.030)
(-0.081,0.070)
(20, 200) (-0.089,0.089) (-0.085,0.030)
(-0.079,0.069)
†

In studies of diagnostic tests, µ1 (µ2 ) is the proportion among individuals
with (without) disease who have a positive test result.
††
natural bounds on α3 are max(Lb , Ld ) < α3 < min(Ub , Ud )
where (Lb , Ub ) are the pairwise bounds in equation (1), specifically
Lb = −0.840 and Ub = 0.210. (Ld , Ud ) are the bounds on α3 for
p
R to be positive definite, specifically Ud = φ1 φ2 /(n1 n2 ) and Ld = −Ud .
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Figure 1: AR(1) range restrictions for Qaqish’s (2003) conditional linear family (CLF) and
Emrich and Piedmonte’s (1991) method (EP) for equal means, n = 4 (left panel) and
n = 10 (right panel). Under this model, the CLF range restrictions are the same as the
natural restrictions in equation (2), and they also apply to an equivalent nonlinear dynamic
conditional probability model of Farrell & Sutradhar (2006) as detailed in section 2.2.
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Figure 2: Exchangeable correlation range restrictions for Qaqish’s (2003) conditional linear
family (CLF) and Emrich and Piedmonte’s (1991) method (EP) for equal means, n = 4 (left
panel) and n = 10 (right panel). Under this model, the range of negative correlations have
additional restrictions under the CLF and EP models compared to the natural restrictions
(PB), one set for pairwise bounds given in equation (2) and the other by the requirement
that R (given ρ and n) is positive definite, the latter represented by the horizontal lines.
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