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Yi-Hui Zhou and Fred A. Wright

Abstract

Permutation is an attractive approach to assess association between two vectors
x and y, by comparing the observed statistic to the distribution induced by random
permutation of one of the vectors. For a number of “standard” statistics, equivalent testing can be performed by using the sample Pearson correlation. Applications include the standard tests applied in the two-sample problem, simple linear
regression, several generalized linear models, linear categorical trend tests, and
rank-based association. We describe a simple approximation to the distribution of
the correlation under permutation, providing accurate p-values that can be quickly
computed for a variety of data types. The approximation may be especially useful
in high-throughput applications in which a series of x-vectors is compared to one
or more y-vectors.
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1

Introduction

P -values are essential for a variety of analyses, and are a basic ingredient for error control
in hypothesis testing. Improper p-values - i.e., p-values that are not truly uniform on the
[0, 1] interval under the null hypothesis, can produce problems in control of the family-wise
error rate (FWER) or false discoveries. It is generally recognized that parametric p-values
may be inaccurate for small sample sizes. However, it is often not fully recognized that, even
for sample sizes traditionally considered “large,” parametric approximations may still fail
for extreme values of these test statistics. In modern multiple testing situations, we often
need very small p-values to achieve signiﬁcance. For example, in genetic association testing,
individual p-values on the order of 10−7 or less may be necessary to control family-wise
error to acceptable levels (Dudbridge and Gusnanto [2008]). Proper control of the FWER
may depend entirely on the smallest p-value, and we show in later examples that errors
of several-fold may be encountered when using standard parametric approximations. The
accuracy is often determined largely by moments of the distributions from which the data
are drawn, as we will illustrate, and whether one-sided or two-sided testing is performed.
Another important role of p-values is to rank hypotheses, so that even among hypotheses
that are clearly signiﬁcant, it is desirable to obtain high ranking accuracy.
The above issues are not new, but collectively seem to not be fully recognized in statistical
practice, and apply to the situation in which two length-n vectors x and y are tested for
evidence of association. Although simple, the two-variable situation has wide applications
in biomedical and genomic settings. For example, x might represent expression for a single
gene over n individuals, with y representing a clinical variable or case/control status.
For the two-variable setting, exact testing has considerable appeal. Under the hypothesis
of population independence, the n! permutations for matching x and y are equally likely,
producing an interpretable null distribution for the association statistic, conditioned on the
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data. Despite its name, exact testing does not in fact exactly control type I error for ﬁxed
signiﬁcance thresholds, and may be conservative due to discrete outcomes (Agresti [1992]).
Nonetheless, we are mainly concerned with datasets for which this issue is minor. Thus
permutation is attractive due to its error control properties, and we need not be motivated
by a philosophical commitment to data conditioning. While permutation of ﬁxed x and y
involves issues of ancillarity and conditional inference that have been contentious for decades
(Yates [1984]), we view these concerns as a distraction from the pressing need for proper
type I error control.
Although exact testing is straightforward, exhaustive permutation is often infeasible.
To estimate a true permutation p-value of 10−8 with high relative accuracy, we may need
to perform 1010 or more random permutations. For multiple testing, the burden is even
higher. In response, a number of approaches have been proposed to approximate permutation
distributions with suitable densities. Pearson type III approximations (Mielke and Berry
[2007]) use moment-matching, but may provide a poor ﬁt in the extreme tails. Saddlepoint
approaches use expansions of cumulant-generating functions, but to our knowledge have not
been derived for arbitrary x and y.
Another possible approach is to simply transform x and/or y (e.g. to match quantiles
of a normal density) so that standard approximations ﬁt well. Although this approach may
provide correct type I error, it may also distort the interpretability of a meaningful trait
or phenotype. In addition, for discrete data, such as those used in case-control genetic
association studies, no such transformation may be feasible. We also note that it is rare
for transformations to be considered prior to ﬁtting generalized linear models, and thus our
methodology remains relevant.
Our basic approach is as follows. We use a known, though uncommonly used, correspondence between standard association statistics and the sample Pearson correlation coeﬃcient
r between x and y. We then apply a density approximation to the distribution of the
2
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correlation induced by permutation. The approach provides approximate p-values that are
competitive or superior to more complicated methods speciﬁcally designed to approximate
permutation. When x and y are drawn from continuous densities (and thus have no tied
observations), handling covariates via residualization appears to eﬀectively control type I
error. Overall, our approach is a useful addition to the toolkit of applied statistics, and an
eﬀective screening tool in high-dimensional applications.

2

Methods

Throughout this paper, lower case will be used for observed vectors x = {x1 , ..., xn } and
y = {y1 , ..., yn }. Where necessary, upper case will be used (e.g., X) to denote the population
random variables. Each xi and yi is assumed to be drawn independently from common cdfs
FX and FY , respectively, and the null hypothesis holds that X and Y are independent. We
follow the convention of treating x as a “predictor” variable and y as the “response,” although
ultimately the roles are arbitrary. Thus it is suﬃcient to permute one of the variables (say
y). We use Π to denote a random permutation from among the n! possibilities, with realized
permutation π, and the original index of the ith permuted element denoted π[i]. We consider
only association statistics t(x, y) that are symmetric in the sense described in Stuart and Ord
(Chapter 12 Kendall and Stuart [1969]) − if x and y are permuted identically, the statistic
does not change (i.e., t(xπ , yπ ) = t(x, y)). The Pearson correlation coeﬃcient is
∑
rπ = √∑

− x̄)(yπ[i] − ȳ)
∑
(xi − x̄)2 (yπ[i] − ȳ)2
i (xi

1,

with the random variable denoted rΠ . Although (1) is the familiar sample estimate of the
population correlation between X and Y , we emphasize that here that the permutation
induces a discrete population distribution for rΠ , for ﬁxed x and y.

3
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Many of the standard statistics t are permutationally equivalent, as deﬁned in Pesarin
[2001], to r. In other words, over permutations, t and r are one-to-one. A list of such
standard statistics is given below, and Appendix A provides citations and derivations for
the permutationally equivalent property. This relationship is well-known for many of the
statistics, although we had not been previously aware of the property for the generalized
linear models listed below. As a convenience, we consider x and y rescaled so that r =
∑
i xi yi , which is the score statistic for a number of models. If one or both of x and y
are thought of as drawn from continuous densities, the standard parametric tests/statistics
include simple linear regression (x arbitrary, y continuous), and the two sample problem
as a special case (x binary, y continuous). For the latter we do not distinguish between
equal-variance and unequal-variance testing, working directly with mean diﬀerences in the
two samples under permutation. Categorical comparisons include the contingency table
linear trend statistic (x ordinal, y ordinal), which includes the Cochran-Armitage statistic
(x ordinal, y binary) and the chisquare and Fisher’s exact tests for 2 × 2 tables. If x
or y represent ranked values, the standard statistics include the Wilcoxon rank sum (x
binary, y ranked values), and the Spearman rank correlation (x ranked, y ranked). Other
statistics with the property include likelihood ratios or deviances for essentially all common
two-variable generalized linear models (GLMs), when the permutations have been divided
according to sign(r). These GLMs include logistic and probit (x binary or continuous, y
binary), Poisson (x continuous or discrete, y integer), and common overdispersion models.
For the standard statistics, it is thus suﬃcient to work directly with rπ for testing against the
null. Note that the permutationally equivalent property does not imply that score statistics
and (e.g.) likelihood ratios are one-to-one over random X and Y − only that the relationship
holds over permutations for ﬁxed x and y.

4
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2.1

A Moment-Corrected Correlation (MCC) approximation

Pitman (1937) considered the distribution of rπ , reporting without derivation its ﬁrst four
moments and noting approximate correspondence to the unconditional density r2 ∼ Beta( 12 , 12 (n−
2)) when either X or Y is normal. We refer to the corresponding density of r (the signed
square root of r2 ), as “standard r.” The third and fourth permutation moments appear
to have rarely been used. We provide these moments in Appendix B in terms of skewness
and kurtosis of x and y. From these formulae, it is clear that r may be skewed if both x
and y are skewed, and that the kurtosis may also diﬀer markedly from that of standard r.
Due to the potential skew and the possibility of one-sided testing, we prefer to work with r
rather than r2 . In addition, working with r2 or |r| obscures the asymmetric manner in which
the distribution has been “folded over” the origin, which complicates the permutationally
equivalent property for some statistics. The eﬀects of skewness and the role of sample size
are qualitatively similar to that of one-sample location testing (see, for example, Boos and
Hughes-Oliver)(Boos and Hughes-Oliver [2000]).
Density approximations to permutations of statistics have often used distributions within
the Pearson family, including the Pearson type III distribution (Mielke and Berry [2007])
and chisquare distributions (Robinson [1982]). Here we wish to gain further accuracy by
exploiting the fourth moment, but ﬁts of a Pearson type IV density to real datasets appear
to be unstable, perhaps due to restrictions on the permissible parameter ranges. Instead, we
ﬁnd it convenient to perform moment-matching of r (not r2 ) to a beta density, re-scaled to
have the appropriate mean (0) and variance 1/(n − 1). The familiarity of the beta density
and its ubiquity in standard computer packages make it a convenient choice. The density is

f (r) = K(c0 + c1 r)α−1 (1 − c0 − c1 r)β−1 ,

where c0 =

α
,
α+β

√
c1 =

αβ
(n
(α+β)2 (α+β+1)

− 1), and K = c1 Γ(α + β)/Γ(α)Γ(β). The beta
5
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parameters α and β are chosen to match the exact skewness and kurtosis of r, according to
the polynomial solutions given in Appendix C. The exact solutions enable rapid computation
for multiple testing, such as when a series of x vectors is compared to a single y vector. For
highly skewed x and y, there will occasionally be no solution to the beta parameters for
exact moment matching, and we substitute a three-parameter gamma model.
We refer to the entire procedure as the moment-corrected correlation (MCC) approach,
which in an R implementation runs in fractions of a second for n up to several thousand.
In high-throughout applications, each row of a matrix X may be compared eﬃciently to
a vector y in a single operation. The approximating density does not have support over
the [−1, 1] interval, but in our experience this is largely immaterial unless the dataset is
exceptionally small (n < 10).
One-sided p-values are appropriate in situations with clear prior biological hypotheses.
In addition, with an asymmetric r distribution, two-sided testing by doubling the smaller
of the two one-sided p-values is generally more powerful than using p-values based on |r|
(Lloyd [1988]), and appears as a special case of a weighted conditional scheme of Kulinskaya
(Kulinskaya [2008]). Thus we report here one-sided p-values for the smaller tail, except
where noted. Two-sided testing can be performed by approximating tail areas for |r|, or by
doubling the one-sided p-value.

2.2

A one-step improvement to MCC

Extreme values in either x or y present a challenge for MCC in smaller datasets, as these
have high inﬂuence and can even produce a multimodal rΠ distribution. Extensions of MCC
using higher moments is possible, but cumbersome. A more direct approach is to condition
on an inﬂuential observation, which without loss of generality we will consider to be x1 . We

6
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have
rπ =

∑

xi yπ[i] = x1 yπ[1] +

n
∑

xi yπ[i]

i=2

i

= x1 yπ[1] + b0,π[1] + b1,π[1] r−π[1] ,
where r−π[1] is the random correlation between the x and y vectors after removal of the
x1 and yπ[1] elements (Appendix D), and b0,π[1] , b1,π[1] are normalization constants. The n
possible yπ[1] values each generate (n − 1)! values of r−π[1] . We denote the beta density
approximation applied to each of these n possibilities as f (r|x1 , yπ[1] ), ﬁnally obtaining the
∑
approximation g(r) = n1 nπ[1]=1 f (r|x1 , yπ[1] ). We refer to this one-step approximation as
MCC1 . The motivation behind MCC1 is that the most extreme values of rΠ must contain
pairings of extreme x and y elements, and so the beneﬁt is often seen in the tail regions.
The improvement depends on the judicious choice of x1 as the most “extreme” value, and,
if necessary, reversing the roles of x and y to improve accuracy. Although MCC1 is n-fold
more computationally intensive than MCC, it is still fast enough for common use, running
in a few seconds for n up to several thousand. The approach may be further extended by
two-step conditioning, etc., which we do not pursue.
We summarize the value of the MCC approach by emphasizing that all of the association statistics described earlier fall within this framework. Whether testing via simple linear
regression, t-tests, linear trend testing, two-variable GLMs, or any of the other listed association statistics, MCC can be used directly. In fact, there is no need to even compute the
standard statistic, which for which the formulas widely vary according to data type, some
involving numeric optimization. Many GLMs are non-linear, and thus may appear to extract
additional testing information beyond that provided by r. However, the permutationallyequivalent property highlights that such appearances are illusory, once we condition on x
and y. Speciﬁc data features, such as departures from normality for continuous data, or
the discreteness of categorical data, are captured in the skewness and kurtosis of x and y,
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which in turn determine the appropriate approximation to rΠ . Besides improved accuracy,
the approach enables principled testing without actual permutation in situations where no
standard statistic may be thought applicable, such as when a single variable includes both
discrete and continuous outcomes, or for an uneven number of tied observations. The examples and simulations in Results show that the MCC typically matches the permutation
distribution far better than does standard approximations to parametric tests. The MCC
approach can even be used for 2 × 2 tables, but is unnecessary, as Fisher’s exact testing is
already computationally feasible for large n.
Our approach is primarily focused on testing, not parameter inference. However, for
simple linear models y = β0 + β1 x + ϵ, exact conﬁdence intervals for β1 can be constructed by
inverting permutation tests of association of y − β1 vs. x for each β1 , the value of β0 being
unimportant. This approach makes no assumptions about the distributional form of ϵ, and
applies to the two-sample problem as a special case. For MCC, we perform this approach
using MCC-based p-values. A similar application for conditional mean ratios appears as an
example in the Supplementary Appendix.

2.3

Covariate control

Although association testing of two variables is simple, it has wide application for screening
purposes. This utility can be further extended to accommodate covariates. Covariate control
within our framework is most straightforward when linear regression models are applicable
for both x and y. In such instances, we assume y = β0 + β1 x + δZ + ϵy , where Z is a matrix
of covariates, δ a covariate coeﬃcient vector, and the ϵy values are drawn independently
from an arbitrary density. The correspondence between Z and x may be similarly modeled
x = α0 + γZ + ϵx . Under the null hypothesis β1 = 0, y − δZ is independent of x − γZ . Thus
an obvious testing approach is to use permutation or MCC to compare yz = y − β̂0 − δ̂Z to
xz = x − α̂0 − δ̂Z, where the parameter estimates are obtained via linear regression (Kennedy
8
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and Cade [1996]). The residualized quantities xz and yz are no longer exchangeable, even
under the null β1 = 0, due to error in the estimation of δ and γ. However, for large sample
sizes and few covariates, the impact of this source of error becomes negligible. To evaluate
the eﬀectiveness of covariate control, for a ﬁxed dataset we can compare the distribution of
the true rπ = cor(ϵx , ϵy,π ) to that of cor(xz , yz,π ), where yz,π denotes the π-permutation of
yz .
For generalized linear models under permutation, covariate control is not straightforward,
as there are no precisely analogous results for partial correlations (or even quantities such as
ϵy ), and approaches such as exact conditional logistic regression (Hirji et al. [1987])are not
generally applicable for continuous covariates. Although approximate methods have been
proposed (e.g., Potter 2005 for logistic regression), the inclusion of covariates for MCC in
generalized linear models will be pursued elsewhere.

2.4

Alternate approximations

One alternate approximation to permutation is based on saddlepoint methods, which have
been separately derived for a few data types, and to our knowledge no solution for general x and y is available. The main complication is the inherent dependency induced by
without-replacement sampling and devising the appropriate cumulant-generating function.
Applicable saddlepoint approximations to permutation have been proposed for the twosample problem (Robinson, 1982), the Wilcoxon rank sum (Jin and Robinson [2003]), and
Spearman’s rho and linear rank statistics for censored data (Abd-Elfattah [2009]). Several
of these publications include speciﬁc datasets and comparisons to Edgeworth expansions,
which generally perform more poorly.

9
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3

Results

3.1

Illustrations of rΠ

Figure 1 shows a scatterplot of a standardized fertility measure vs. education across provinces
in Switzerland in 1888 (n=47), contained in the R swiss dataset. Left-tail p-values, as shown
in Figure 1B, are anticonservative, while right tail p-values (not shown) are conservative.
This behavior largely depends on the skewness in rΠ , for which the sign is determined by
the product of the skewnesses in x and y. Although the data contain inﬂuential points, a
linear relationship is reasonably plausible.
Figure 2 shows histograms of rΠ based on 108 permutations for four illustrative modestsized datasets: (A) the R swiss dataset; (B) the sound frequency of frigate bird calls vs.
pouch size (Madsen et al. [2004]); (C) the dichotomous ALL/AML status vs. expression of
the gene LTC4S, from Golub et al. [1999]; (D) inhibitory concentration 50% (IC5 0) response
to etoposide exposure of (Huang et al. [2007]) HapMap cell lines vs. separate RNA-sequence
expression for the gene PHLDA3 (Montgomery et al. [2010], Zhou et al. [2011]). Arrows on
the plots indicate the observed correlation values, and insets show the relevant histogram
tails. The ﬁgures show that the standard r distributions ﬁt reasonably well for much of the
range in each dataset, except for 1(D). However, in all datasets the tail ﬁts from standard
r is poor, while MCC results in improved accuracy, and for panels (B) and (D), MCC1 is
necessary to achieve high accuracy. Figure 1(D) is an extreme instance in which MCC1 is
able to capture the eﬀect of an inﬂuential value which creates a secondary “lump” in the
right tail of rΠ .

3.2

Comparisons with other approximations

Tables 1 and 2 show the results for the two two-sample datasets, originally from Lehmann
(Lehmann [1975]), and analyzed by Robinson (1982) and Booth and Butler (1993). The
10
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published results include tests and conﬁdence intervals using exact methods (originally based
on 100,000 permutations), saddlepoint and Edgeworth expansions, to which we add more
precise exact calculations and our MCC results. The MCC approach is highly accurate,
performing as well or better than the competing approximations.
Supplementary Table 1 shows results for the 25 paired (u, v) values described in Hinkley
and Wei (1984), which Booth and Butler (1993) used to illustrate conditional permutation
inference for E(V )/E(U ). Here again, MCC performs similarly to the saddlepoint, and
is superior for much of the range examined. Supplementary Table 2 contains miscellaneous
comparisons to four other datasets, including saddlepoint (Abd-Elfattah [2009]) and Pearson
type III (Mielke and Berry [2007]) approximations. The contents of all these tables represent
a substantial portion of the example datasets that have ever been published for saddlepoint
and related methods of permutation approximation, and it is clear that the accuracy of MCC
is competitive or superior to these methods, apart from its simplicity.

3.3

Simulations with larger datasets

The previous examples used modest-sized datasets, to best illustrate the poor tail ﬁts from
standard approximations. In addition, the datasets from Figure 2 (C) and (D) are single-test
excerpts from larger gene expression datasets, for which stringent testing thresholds must
be applied.
To illustrate the relevance of MCC for larger datasets, we consider ﬁve diﬀerent simulation
scenarios, in which x and y were drawn from densities or discrete distributions with varying
skewness and kurtosis characteristics. For each scenario and three diﬀerent sample sizes
(n=500, 1000, and 2000), 10 independent datasets were generated, and for each dataset,
100 million random permutations performed. We use the notation “X ∼” to signify the
distribution from which realizations x were drawn, and similarly for y. The scenarios were: 1.
X ∼ N (0, 1), Y ∼ N (0, 1); 2. X ∼ N (0, 1), Y ∼ exponential(1); 3. X drawn as a binomial
11
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random variable with 2 “trials” and success probability 0.1, and Y ∼ exponential(1); 4.
X ∼ Binomial(2, 0.1), Y ∼ Binomial(1, 0.2); 5. X ∼ exponential(1), Y ∼ exponential(1).
For scenarios 1 and 2, at least one of the two variables is symmetric, so both the standard
r approximation and MCC are accurate (Supplementary Figures 2-3). For scenarios 3-5,
both X and Y are skewed, and standard r is highly anticonservative in the right tail and
conservative in the left tail. MCC is much more accurate, down to the 10−7 range for
α (Supplementary Figures 4-6). The performance of standard r is particularly poor for
n = 500, but at extreme α values is still much worse than MCC, even for n = 2000. Figure
3 shows the results for n = 500, scenarios 4 and 5, with the performance expressed as
log10 (ratioα ), where ratioα is deﬁned as the true false positive rate divided by the intended
α. For scenario 4, applying a standard normal approximation to the Cochran-Armitage
trend z-statistic, which is equivalent to the logistic regression score statistic, also performs
poorly. The 2 × 3 structure for tables of x and y under scenario 4 is encountered in casecontrol genetic association studies, and for intended α = 10−7 the standard approaches can
be inaccurate by a factor of 10 or more.
Note that the pattern of conservativeness is determined by the signs of the skewness of x
and y, so that, e.g., using X ∼ Binomial(2, 0.9) in scenario 4 would have instead produced
the opposite pattern of conservative/anti-conservative behavior for standard r. Also note
that the patterns in the ﬁgures are highly consistent, with modest variation indicated by
standard error bars in Figure 3 and Supplementary Figures 4-6. Thus the poor performance
of standard r and the improvements due to MCC may be viewed as unconditional results,
applying on average over repeated realizations.
Finally, we show in Supplementary Figure 7 the behavior of our approach for covariate control. We simulated ϵx ∼ exponential(1), ϵy ∼ exponential(1), with true models
Y = Z1 + ϵy , X = 2 × Z1 + ϵx . The covariate Z1 ∼ N (0, 1), and an additional covariate
Z2 ∼ exponential(1) was ﬁtted to the data, although it is independent of all other variables.
12
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As with the previous scenarios, 10 independent datasets were generated, and for each permutation, 108 permutations of the true rπ = cor(ϵx , ϵy,π ), as well as cor(xz , yz,π ). For the ratioα
calculation, we compare our permutation approximation, applied to cor(xz , yz,π ), to the true
rΠ distribution. The Figure shows essentially the same pattern as observed for Scenario 5
−, i.e., the estimation of the covariate coeﬃcients is suﬃciently accurate that the residuals
may be substituted for the true errors, and thus accurate type I error control is achieved.

3.4

A high-throughput example dataset

We further illustrate the MCC method using the breast cancer dataset of Miller et al.
[2005](GSE3494), with 22,215 probe sets (essentially genes) and 236 samples on the Aﬀymetrix
U133A array, which has been used in genomic signature validation (Barry et al. [2010]). Censored disease-free survival data were converted to martingale residuals and used as y, with
each row of the 22,215 × 236 expression matrix used as a separate x. High-accuracy permutation was performed by initially using 106 permutations for each gene, followed by 108
permutations for genes with initial directional p < 0.05, and took several hours in R 2.15 on
a 64-bit desktop. In contrast, MCC took less than 2 seconds for all genes, and MCC1 took
approximately 7 minutes. Figure 4 shows the results of naive regression, MCC, and MCC1
vs. true permutation as the x-axis in the plots. The ratio of true permutation p-value to
the naive p-value was as much as 9.0, while MCC was much more accurate, and MCC1 yet
more accurate. Benjamini-Hochberg q-values for the most signiﬁcant gene were 0.0518 for
true permutation, 0.0415 for the naive approach, 0.0513 for MCC, and 0.0517 for MCC1 .
Thus, beyond the varying conclusions for individual genes, the qualitative conclusion for the
dataset would be diﬀerent, for example, if one were using an FDR threshold of 0.05.
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4

Discussion

Our approximation to permutation-based p-values may be useful in a variety of settings,
but we have emphasized the analysis of high-throughput platforms as a situation in which
very small p-values may be necessary to achieve statistical signiﬁcance. The concern over
conservativeness of exact tests, especially with discrete data, often has little bearing in
situations that are now commonly encountered. In these situations (i) the multiple testing
requirements are such that tail approximations are important, (ii) the sample sizes are large
enough that the distribution of rΠ is not sparse in the vicinity of a signiﬁcance threshold,
but (iii) small enough that the skewness (and to a lesser extent, kurtosis) produces marked
inaccuracies of standard r in the tails. We argue that our MCC method can be used routinely,
as it has little computational cost and will automatically approximate the standard r density
or other parametric approximations when warranted.
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Table 1: Robinson Table1 with data
Data for Robinson Table1:
Hours of pain relief due to drugs. Data originally from Lehmann (1975, p. 37)
A: 6.8,3.1,5.8,4.5,3.3,4.7,4.2,4.9;
B: 4.4,2.5,2.8,2.1,6.6,0.0,4.8,2.3.
pval →

Exacta
0.102

Exactb
0.101

Skovgaard1c
0.097

Robinson1a
0.089

Robinson2a
0.101

Edgewortha
0.098

MCC
0.101

MCC1
0.098

Signif.level
0.991
0.975
0.95

(−1, 3.97)
(0.62, 3.53)
(−0.3, 3.26)

(−1.03, 3.98)
(−0.62, 3.57)
(−0.32, 3.26)

(−0.30, 3.26)

(−0.96, 3.88)
(−0.57, 3.5)
(−0.27, 3.22)

(−1.04, 3.95)
(−0.64, 3.56)
(−0.33, 3.28)

(−0.93, 3.87)
(−0.57, 3.51)
(−0.29, 3.23)

(−1.03, 3.98)
(−0.61, 3.56)
(−0.31, 3.26)

(−1.03, 3.98)
(−0.61, 3.56)
(−0.31, 3.26)

Table 2: Robinson table 2
Data for Robinson Table2:
Eﬀect of analgesia for two classes. Data originally from Lehmann (1975, p 92)
Class I: 17.9,13.3,10.6,7.6,5.7,5.6,5.4,3.3,3.1,0.9
Class II: 7.7,5.0,1.7,0.0,-3.0,-3.1,-10.5.
pval →

Exacta
0.012

Exactb
0.011

Signif.level
0.990
0.975
0.95

(−0.10, 16.13)
(0.92, 14.68)
(1.88, 13.52)

(−0.14, 15.97)
(0.96, 14.61)
(1.88, 13.52)

Skovgaard1c
0.011

Robinson1a
0.010

Robinson2a
0.011

Edgewortha
0.014

MCC
0.011

MCC1
0.096

(0.06, 15.96)
(1.18, 14.51)
(2.07, 13.46)

(−0.15, 16.19)
(0.98, 14.72)
(1.86, 13.64)

(−0.02, 15.76)
(1.07, 14.44)
(1.95, 13.45)

(−0.16, 15.39)
(0.96, 14.29)
(1.88, 13.40)

(−0.16, 15.40)
(0.96, 14.31)
(1.88, 13.41)

a From Robinson(1982);
b Our more refined exact value based on 108 permutations;
c The Skovgaard p-value and confidence interval repeated from Booth and Butler [1990].
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Figure 1: (A) Standardized fertility vs. education (% education beyond primary school for
draftees) in the R swiss dataset (Mosteller and Tukey [1977]); (B) Observed vs. expected left
tail p−values for 1 million permutations, comparing the permutation p−values to those using
the standard r assumption. p-values for much of the range are noticeably anticonservative.
19
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Figure 2: Histograms of rπ for 100 million permutations, for several widely varying datasets.
(A) The standardized fertility vs. education data from Figure 1, n = 47; (B) the frigate bird
sound frequency data, n = 18; (C) ALL/AML expression data, n = 38; (D) the HapMap
etoposide data, n = 42. Scatterplots of the four datasets are shown in the Supplementary
Figure1.
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21
Figure 3: Simulations with n = 500, scenarios 4 and 5. For scenario 4 (upper panel), the
Cochran-Armitage trend z-statistic is often used, and performs similarly to standard r. The
pattern is similar for scenario 5 (lower panel). Points and error bars indicate means +/− 1
S.D. over 10 simulations, each with 108 permutations.
http://biostats.bepress.com/uncbiostat/art31
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Figure 4: P −values for the breast cancer survival dataset, with 22,215 probe sets and 236
samples. Permutation based directional p-values (x-axis in each plot) are compared to those
from standard linear regression (top), MCC (middle), and MCC1 , (bottom).
Hosted by The Berkeley Electronic Press
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Appendix A: citations and derivations for
the permutationally equivalent property

The permutationally equivalent property for r2 has been variously presented
for the t statistic for linear regression and equal-variance two-sample t-testing
(thus including our two-sample problem), e.g.Gatti et al. (2009). The one-toone relationship between r2 and the contingency table linear trend statistic
for two-way tables, which includes the Cochran-Armitage z-statistic and the
2 × 2 chi-square statistic, is detailed in Stokes & Koch (2000) P.99, and also
see Andres (1995).
The common rank-based procedures include the Spearman correlation coeﬃcient, which is identical to the Pearson sample correlation, computed on
rank(x) and rank(y). Similarly, the Wilcoxon rank-sum statistic is equivalent to the two-sample mean diﬀerence of ranks, as the total sum of ranks is
ﬁxed. Thus the permutationally equivalent property follows directly from the
previous paragraph, by deﬁning new variables x′ = rank(x), y ′ = rank(y).
The relationships described below depend on observed moments of x or
y, and may not hold unconditionally for random X and Y . However, under
permutation these moments remain ﬁxed, and thus do not violate the permutationally equivalent property. Directional p-values for Fisher’s exact test for
2 × 2 tables are determined entirely by the cell count in an arbitrarily chosen
cell, after conditioning on the margins, and it is evident that the p-values are
one-to-one with the cell count. Suppose without loss of generality that x and
y are represented by binary {0, 1} values,
∑ and we focus on the cell for which
x = 1, y = 1. Then that cell count is
xi yi , which is one-to-one with r.
For the remaining “standard” statistics, such as those based on likelihood
ratios, the statistic measures departure from the null in either direction, and
may not be one-to-one with r2 . The one-to-one relationship is claimed only
for separate consideration of sign(r) < 0 and sign(r) > 0. For a generalized
linear model, we have µi =E[Yi ], with link function g(µi )=ηi = β0 + β∑
1 xi . For
notational convenience we can deﬁne zi0 = 1 and zi1 = xi , so ηi = j βj zij ,
for j ∈ {0, 1}. For any standard link function (McCullagh & Nelder (1983)
P30), µi is monotone with ηi . For the link functions of most common interest,
including identity, log, logit, and probit models, the relationship is strictly
increasing, and the arguments below pertain to this situation. Decreasing
canonical link functions apply to exponential, gamma, and inverse Gaussian
data, for which the r, β̂1 relationship in the arguments below simply needs
1
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to be reversed.
Without loss of generality, we assume
∑ that x and y have been scaled so
that the correlation function r(x, y) = i xi yi . We begin by claiming that, if
a unique maximum likelihood estimate exists, then the m.l.e. β̂1 and r(x, y)
have the same sign. Using notation from Agresti (2002), the score function
is
∂Li
(yi − µi )zij ∂µi
=
∂βj
var(Yi ) ∂ηi

(1)
(2)

i
i
with known var(Yi ) = ∂µ
a(ϕ) and dispersion parameter a(ϕ), so that ∂L
=
∂ηi
∂βj
(yi − µi )zij /a(ϕ). Careful examination of the score function shows that for
nonzero xi it is always decreasing in β1 , regardless of β0 . This fact may be
seen by separate consideration of the four combinations of {µi < 0, µi >
0} × {xi < 0, xi > 0}. Now suppose that r(x, y) > 0. The score function at
∑
i −µi )xi ∂µi
β1 = 0 is equal to ni=1 (yvar(Y
∝ r(x, y) > 0. Therefore, the solution to
i ) ∂ηi

the score equation must be β̂1 > 0. If r(x, y) < 0, the same reasoning implies
β̂1 < 0, and so r(x, y) and β̂1 must share the same sign.
For a particular permutation π, suppose there exists another permutation
′
π such that r(x, yπ′ ) > r(x, yπ ) > 0. Using β̂j,π to denote the maximum
likelihood estimates for permutation π, by the argument above,
L(βb0 π , βb1 π |x, yπ′ ) > L(βb0 π , βb1 π |x, yπ ).
By the deﬁnition of maximum likelihood and the strict inequality above, it
follows that
L(βb0 π′ , βb1 π′ |x, yπ′ ) > L(βb0 π , βb1 π |x, yπ ).
Therefore the maximum loglikelihood is a monotone increasing function of
the Pearson correlation coeﬃcient over the positive range, and the same argument implies it increases with decreasing negative correlation. The null
loglikelihood does not vary over permutations, so the same conclusion applies to the maximum loglikelihood ratio statistic. Note that this argument
applies to the loglikelihood ratio, and not necessarily to other statistics. In
particular, the Wald statistic can have aberrant behavior for logistic models
for extreme departures from the null (Hauck & Donner (1977)).

2

Hosted by The Berkeley Electronic Press

2

Appendix B: Kurtosis of rΠ

We scale both x and y so that
∑
n
2
i=1 yi = 1 .

∑n
i=1

xi = 0,

∑n
i=1

x2i = 1 and

∑n
i=1

yi = 0,

∑
( xi yi )/(n − 1) − xy
r =
sx sy
∑

xj y j
n−1
√∑ 2 ∑ 2
j xj
j yj
n−1 n−1

=
=

∑

xi yi

(3)

j

We have
∑∑
∑
∑
∑∑
x2i x2j yi2 yj2
x3i xj yi3 yj + 6
(
xi yi )4 =
x4i yi4 + 4
i

+ 12

∑∑ ∑
i

i

j̸=i

x2i xj xl yi2 yj yl

+

i

j̸=i l*(i,j)

j̸=i

∑∑ ∑

∑

xi xj xk xm yi yj yk ym

j̸=i k*(i,j) m*(i,j,k)

We have the kurtosis of x (denoted kx and treating the vector x as a

3
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“population”), kx =

∑
4
j xj
n
∑
2
jx
( n j )2

−3=n

∑
j

x4j − 3, so we have

∑
j

x4j =

kx +3
.
n

∑
1
xj (η − x3j )
n(n − 1)
∑
1
x4j
= −
n(n − 1)
1
= − 2
(kx + 3)
n (n − 1)
∑∑
x3j xk p(xj xk )
E[x3j xk ] =
E[xj x3k ] =

j

k̸=j

∑
1
x3 (−xj )
n(n − 1) j j
∑
1
= −
x4
n(n − 1) j j

=

1
= − 2
(kx + 3)
n (n − 1)
∑∑
x2j x2k p(xj xk )
E[x2j x2k ] =
j

k̸=j

1 ∑ 2
=
x (1 − x2j )
n−1 j j
1
1
− 2
(kx + 3)
n − 1 n (n − 1)
∑∑ ∑
1
E[x2j xk xl ] =
x2j xk xl
n(n − 1)(n − 2) j k̸=j
=

l (j,k)

∑ ∑
∑
1
=
x2j
xk
(−xj − xk )
n(n − 1)(n − 2) j
k̸=j
= −
=

1
(n − 1)(n − 2)

n2 (n

∑

x3j

j

∑
k̸=j

l (j,k)

xk −

∑ ∑
1
x2
x2
n(n − 1)(n − 2) j j k̸=j k

2
1
(kx + 3) −
− 1)(n − 2)
n(n − 1)(n − 2)

(4)
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E[xj xk xl xm ] =

∑∑ ∑
1
n(n − 1)(n − 2)(n − 3) j k̸=j

∑

xj xk xl xm

l (j,k) m (l,k,j)

∑∑ ∑
1
=
n(n − 1)(n − 2)(n − 3) j k̸=j

∑

xj xk xl −xj − xk − xl

l (j,k) m (l,k,j)

=

∑∑ ∑
1
{−x2j xk xl − xj x2k xl − xj xk x2l }
n(n − 1)(n − 2)(n − 3) j k̸=j
l (j,k)

1
2
=
{−3( (kx + 3) − 1)}
n(n − 1)(n − 2)(n − 3)
n
6
1
= −
(kx + 3) +
n(n − 1)(n − 2)(n − 3)
n(n − 1)(n − 2)(n − 3)

(5)

∑∑
∑
∑
∑∑
x2i x2j yi2 yj2 ]
x3i xj yi3 yj ] + 6E[
E[(
xi yi )4 ] = E[
x4i yi4 ] + 4E[
i

i

j̸=i

j̸=i

∑∑ ∑
∑∑ ∑
+ 12E[
x2i xj xl yi2 yj yl ] + E[
i

i

j̸=i l*(i,j)

∑

xi xj xk xm yi yj yk ym ]

j̸=i k*(i,j) m*(i,j,k)

= nE[x4i ]E[yi4 ] + 4n(n − 1)E[x3i xj ]E[yi3 yj ] + 6n(n − 1)E[x2i x2j ]E[yi2 yj2 ]
+ 12n(n − 1)(n − 2)E[x2i xj xl ]E[yi2 yj yl ]
+ n(n − 1)(n − 2)(n − 3)E[xi xj xk xm ]E[yi yj yk ym ]
∑
The kurtosis of rΠ is proportional to E[( xi yi )4 ], and therefore can be
written in terms of the linear combinations of the kurtosis of x (kx ), kurtosis
of y (ky ), and kx ky .

3

Appendix C: The beta parameters α and
β, in terms of skewness and kurtosis of rΠ

We use k to denote the kurtosis of rΠ , and s to denote its skewness. For
parameters α and β of the beta density can be expressed analytically in

5
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terms of the kurtosis and skewness of the distribution. We have
1/2
−1
−k 2 s2 + 32k 2 − 84ks2 + 96k + 36s4 − 180s2
1/2
−1
18s3 2 2
− 3s2
−k s + 32k 2 − 84ks2 + 96k + 36s4 − 180s2
1/2
−1
3k 2 s 2 2
−k s + 32k 2 − 84ks2 + 96k + 36s4 − 180s2
1/2
−1
3ks3 2 2
−k s + 32k 2 − 84ks2 + 96k + 36s4 − 180s2
1/2
−1
24ks 2 2
+ 6)/(2k − 3s2 )
2
2
4
2
−k s + 32k − 84ks + 96k + 36s − 180s
−6s2 + 6k + 12
2k − 3s2
(6)

α = (3k + 36s
−
+
−
+
−

If the above solution provides α < 0, then we instead use
1/2
−1
−k 2 s2 + 32k 2 − 84ks2 + 96k + 36s4 − 180s2
1/2
−1
18s3 2 2
− 3s2
−k s + 32k 2 − 84ks2 + 96k + 36s4 − 180s2
1/2
−1
3k 2 s 2 2
−k s + 32k 2 − 84ks2 + 96k + 36s4 − 180s2
1/2
−1
3ks3 2 2
−k s + 32k 2 − 84ks2 + 96k + 36s4 − 180s2
1/2
−1
24ks 2 2
+ 6)/(2k − 3s2 )
2
2
4
2
−k s + 32k − 84ks + 96k + 36s − 180s
−6s2 + 6k + 12
2k − 3s2
(7)

α = (3k − 36s
+
−
+
−
−
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Similarly,
1/2
−1
−k 2 s2 + 32k 2 − 84ks2 + 96k + 36s4 − 180s2
1/2
−1
18s3 2 2
−k s + 32k 2 − 84ks2 + 96k + 36s4 − 180s2
1/2
−1
3s2 + 3k 2 s 2 2
−k s + 32k 2 − 84ks2 + 96k + 36s4 − 180s2
1/2
−1
3ks3 2 2
−k s + 32k 2 − 84ks2 + 96k + 36s4 − 180s2
1/2
−1
24ks 2 2
+ 6)/(2k − 3s2 ),
−k s + 32k 2 − 84ks2 + 96k + 36s4 − 180s2
(8)

β = −(3k + 36s
−
−
−
+

and if the above solution is β < 0, then
1/2
−1
−k 2 s2 + 32k 2 − 84ks2 + 96k + 36s4 − 180s2
1/2
−1
18s3 2 2
−k s + 32k 2 − 84ks2 + 96k + 36s4 − 180s2
1/2
−1
3s2 − 3k 2 s 2 2
−k s + 32k 2 − 84ks2 + 96k + 36s4 − 180s2
1/2
−1
3ks3 2 2
−k s + 32k 2 − 84ks2 + 96k + 36s4 − 180s2
1/2
−1
24ks 2 2
+ 6)/(2k − 3s2 )
2
2
4
2
−k s + 32k − 84ks + 96k + 36s − 180s
(9)

β = −(3k − 36s
+
−
+
−

If both x and y are highly skewed, occasionally there are no real solutions
for α and β, and we instead use the shifted gamma density as described in
the text. The parameters of a standard gamma density are chosen to match
k and s, and then the entire density is shifted to have a mean of zero. The
shifted gamma density is then used as an approximation to rΠ , providing
left- and right-tailed p-values as above.
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4

Appendix D: Derivation of the MCC1 terms

For a given permutation π, denote the ﬁrst chosen y value as yπ[1] . Then
rπ =

∑

(10)

xi yπ[i]

i

= x1 yπ[1] +

n
∑

xi yπ[i]

(11)

i=2

(12)
Using − to represent the subtraction of an element, we have
r−π[1] = corr(x−1 , y−π[1] )
(13)
∑n
∑n
∑n
xi yπ[i] )(n − 1) − i=2 xi i=2 yπ[i]
(
√ ∑
= √ ∑ i=2 ∑
(14)
∑
n
2
− ( ni=2 yπ[i] )2
n i=2 x2i − ( ni=2 xi )2 n ni=2 yπ[i]
∑
( ni=2 xi yπ[i] )(n − 1) − (−x1 )(−yπ[1] )
√
= √
(15)
2
n(1 − x21 ) − (−x1 )2 n(1 − yπ[1]
) − (−yπ[1] )2
Rearranging terms provides
rπ = x1 yπ[1] + b0,π[1] + b1,π[1] r−π[1] ,
where
b0,π[1]

√
√
2
= ( n(1 − x21 ) − (−x1 )2 n(1 − yπ[1]
) − (−yπ[1] )2 )(−x1 )(−yπ[1] ),

√
√
2
b1,π[1] = ( n(1 − x21 ) − (−x1 )2 n(1 − yπ[1]
) − (−yπ[1] )2 )(n − 1).
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Appendix E: Additional saddlepoint comparisons

The problem described in Table 3 of Booth & Bulter (1990) oﬀers another
interesting comparison to saddlepoint methods. A sample of 25 paired values
(labeled u, v) were reported by Hinkley & Davison (1988), reported to have
8
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been extracted from Hinkley & Wei (1984), although the original data provenance is unclear (D.V. Hinkley, personal communication). As described in
Booth & Bulter (1990), the ratio T = E(V )/E(U ) satisﬁes E(V − T U ) = 0.
The problem is stated in terms of a random sample of n1 = 15 from the
total n = 25 paired samples, for which conﬁdence intervals for T could be
constructed. For each t and sample i, we deﬁne xi = vi − tui , and y is the
vector with n0 = 10 zeros and n1 = 15 ones. Saddlepoint
approximations
∑
were given for the conditional probability T2 (t) = i xi yi ≤ 0 (using our
notation), which is a correlation testing problem for each t. We repeated the
analysis, recomputing the “exact” results using 1 million permutations for
each t, and using MCC and MCC1 , with the Booth and Butler results and
our results shown in Supplementary Table 1. The approximation value (or
values) that are closest to the exact values are shown in bold. MCC or MCC1
were superior or tied with the saddlepoint in 13 of the 16 t values examined.
Supplementary Table 2 summarizes the results from four other instances
of permutation approximation, including saddlepoint and Pearson type III
distributional approximations. For all four datasets, MCC was closer to the
exact value than were the proposed or standard parametric approximations
− often strikingly so.
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Supplementary Table 1: Saddlepoint, exact and MCC values
and Butler example
t
Exact Saddlepoint Normal Exact
MCC
−5
6.6 0.0001
0.0001
0.0008 5.03e
4.63e−5
6.8 0.0003
0.0004
0.0015 0.0003 0.0002
7.0 0.0013
0.0015
0.0031 0.0012 0.0011
7.2 0.0041
0.0043
0.0066 0.0041
0.0037
7.4 0.0112
0.0118
0.0147 0.0118
0.0114
7.6 0.0310
0.0303
0.0329 0.0304
0.0315
7.8 0.0726
0.0725
0.0713 0.0728
0.0771
8.0 0.1578
0.1550
0.1440 0.1572
0.1628
8.2 0.2979
0.2844
0.2635 0.2968
0.2931
8.4 0.4661
0.4476
0.4313 0.4661
0.4534
8.6 0.6157
0.6173
0.6205 0.6164 0.6166
8.8 0.7453
0.7680
0.7885 0.7469 0.7606
9.0 0.8717
0.8833
0.9036 0.8726
0.8749
9.2 0.9610
0.9610
0.9644 0.9610
0.9553
9.4 0.9953
0.9947
0.9889 0.9949
0.9960
9.6 0.9999
0.9998
0.9968 0.9999 1.0000

for the Booth
MCC1
1.3e−5
0.0001
0.0008
0.0041
0.0118
0.0306
0.0729
0.1628
0.2973
0.4670
0.6180
0.7606
0.8729
0.9619
0.9948
0.9998

McCullagh, P. & Nelder, J. A. (1983). Generalized Linear Model. Chapman
and Hall.
Mielke, P. W. & Berry, K. J. (2007). Permutation Methods A Distance
Function Approach. Springer.
Nayak, T. (1988). Communications in Statistics: theory and methods, 17,
807820.
Stokes, M. E., D. C. S. & Koch, G. G. (2000). SAS Institute Inc, .
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Supplementary Table 2: Approximating, MCC, and exact p-values for four
published datasets
Publication

Statistic data type

Abd-Elfattah (2009)

Spearman Correlation
Data from
Nayak (1988)
Linear
log-rank data
Cuzick (1982)
Two sample
continuous
Two sample
continuous

Table 1
Abd-Elfattah (2009)
Section 4
MRBP (Mielke & Berry (2007))
Dataset 1 P. 32
MRBP (Mielke & Berry (2007))
Dataset 2 P. 33

MCC p

Exact p

0.2772

0.2768

Saddlepoint
0.0512

Standard parametric
p (approach)
0.2693
(normal
approximation)
0.0505
(normal)

0.0514

0.0516

Pearson TypeIII
8.272 × 10−6
Pearson TypeIII
1.234 × 10−3

1.188 × 10−6
(t-test)
1.032 × 10−3
(t-test)

2.7034 × 10−6

2.3076 × 10−6

1.257 × 10−3

1.284 × 10−3

Approximating
Method(p)
Saddlepoint
0.2763
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Supplementary Figure 1: Scatterplots of y vs. x for the four example modestsized datasets, appearing in the same order as in Figure 2. Despite the
wide variation in data characteristics, for permutation testing purposes, the
Pearson correlation statistic applies.
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Supplementary Figure 2: Scenario 1, X ∼ N (0, 1), Y ∼ N (0, 1)

Supplementary Figure 3: Scenario 2, X ∼ N (0, 1), Y ∼ exponential(1)
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Supplementary Figure 4: Scenario 3, Y ∼ Bin(2, 0.1), Y ∼ exponential(1)

Supplementary Figure 5: Scenario 4, X ∼ Bin(2, 0.1) and Y is Bernoulli
with success probability 0.2
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Supplementary Figure 6: Scenario 5, X ∼ exp(1), Y ∼ exponential(1)

Supplementary Figure 7:
Scenario 5 with two covariates,
exponential(1), Y ∼ exponential(1)

X

∼
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