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Non-Local Prior Densities for Default
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Valen E. Johnson and David Rossell

Abstract

Most objective Bayesian hypothesis tests result in exponential accumulation of
evidence in favor of true alternative hypotheses, but only sub-linear accumulation
of evidence in favor of true point null hypotheses. Thus, it is often impossible for
such tests to provide strong evidence in favor of a true null hypothesis, even when
moderately large sample sizes have been obtained. Because Bayesian hypothesis
tests yield probability statements regarding the truth of the null hypothesis (rather
than a frequentist decision to simply not reject the hypothesis), the resulting imbalance in the rates of accumulation of evidence is problematic. In this article,
we review asymptotic convergence rates of standard objective Bayes factors and
propose two new classes of prior densities that ameliorate the imbalance in convergence rates inherited by standard objective methods. Using members of these
classes, we obtain analytic expressions for Bayes factors in linear models and
derive approximations to the resulting Bayes factors in large-sample settings.
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Abstract
Most objective Bayesian hypothesis tests result in exponential accumulation of evidence in favor of true alternative hypotheses, but only sub-linear
accumulation of evidence in favor of true point null hypotheses. Thus, it is
often impossible for such tests to provide strong evidence in favor of a true
null hypothesis, even when moderately large sample sizes have been obtained.
Because Bayesian hypothesis tests yield probability statements regarding the
truth of the null hypothesis (rather than a frequentist decision to simply not
reject the hypothesis), the resulting imbalance in the rates of accumulation
of evidence is problematic. In this article, we review asymptotic convergence
rates of standard objective Bayes factors and propose two new classes of prior
densities that ameliorate the imbalance in convergence rates inherited by standard objective methods. Using members of these classes, we obtain analytic
expressions for Bayes factors in linear models and derive approximations to the
resulting Bayes factors in large-sample settings.
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1

Introduction

Since the advent of Markov chain Monte Carlo algorithms in the early 1990’s, applications of Bayesian methodology to problems of statistical estimation and testing
have increased dramatically. Much of this activity has been premised on the use of
objective Bayesian models, or Bayesian models that use vague (i.e., non-informative
or disperse) prior distributions on model parameter spaces. In the realm of estimation, objective Bayesian methodology has found widespread application and such
methods are now routinely used and accepted by many statisticians and practitioners. Unfortunately, underlying philosophical and technical issues have hindered the
use of objective Bayesian methodology in hypothesis testing problems.
The primary impediment to the widespread application of objective Bayesian
methodology to parametric hypothesis tests has been the requirement to specify
proper prior distributions on model parameters. Improper prior distributions cannot
be used to define Bayes factors between competing hypotheses in the usual way, and
the deleterious effects of vaguely specified prior distributions do not diminish even
as sample sizes become large.
Numerous proposals have addressed this problem. As early as 1939, Jeffreys
proposed to resolve this difficulty by defining priors under the alternative hypothesis
that were centered on the null hypothesis. In testing a point null hypothesis that
a parameter α was zero, Jeffreys reasoned “that the mere fact that it has been
suggested that α is zero corresponds to some presumption that it is fairly small.”
(Jeffreys 1998, page 251) Prior densities defined using this reasoning represent a
special case of what we refer to as “local alternative prior densities.” They are
“local” because they are bounded away from 0 for values of the parameter that
are consistent with the other hypothesis, and are “alternative” because they are
assumed to define the alternative hypothesis. To further simplify terminology, we
associate prior densities with a statistical hypotheses when it is clear from context
that the former identifies the latter. Thus, a local alternative prior density may
be used to reference a local alternative hypothesis. Against point null hypotheses,
most published Bayesian testing procedures have been premised on the use of local
alternative hypotheses. Kass and Raftery (1995) provide a review of these and related
Bayesian testing procedures through the mid-1990s (see also Lahiri (2001) and Walker
(2004)).
More recently, fractional Bayes factor (O’Hagan, 1995, 1997; Conigliani and
O’Hagan, 2000; De Santis and Spezzaferri, 2001) and intrinsic Bayes factor (Berger
and Pericchi, 1996; Berger and Pericchi, 1998; Berger and Mortera, 1999; Pérez and
Berger, 2002) methodologies have been used to implicitly define default prior den2
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sities under alternative hypotheses. Both methods are premised on using part of
the information contained in the data to construct a data-dependent prior density.
When data is generated from a model that is consistent with the null hypothesis, the
alternative “prior” densities upon which fractional and data-based intrinsic Bayes
factors (e.g., arithmetic, geometric, expected arithmetic, expected geometric and
median Bayes factors) are based can thus be expected to concentrate part of their
mass near parameter values that are consistent with the null hypothesis. As a consequence, these Bayes factors share many properties of Bayes factors defined using
more traditional local alternative priors.
In many settings, the ideas that motivate the definition of data-based intrinsic
Bayes factors can be extended to define intrinsic priors, which have been proposed
for both inferential and testing purposes (Berger and Pericchi, 1996, Berger and
Perichhi, 1998; Moreno et al., 1998; Bertolino et al., Racugno 2000; Cano et al.,
Moreno 2004; Moreno 2005; Moreno and Girón 2005; Casella and Moreno, 2006).
Because intrinsic (alternative) priors are defined with respect to a specific null hypothesis, they concentrate prior mass on parameters that are consistent with the null
model. As a consequence, this methodology also results in the specification of local
alternative prior densities.
Bayes factors obtained using local alternative priors priors exhibit a disturbing
large-sample property. When the null hypothesis is true, Bayes factors in favor
of the alternative model are Op (n−1/2 ), where n denotes sample size. Yet when
the alternative model is true, the logarithm of the Bayes factor in favor of a point
null hypothesis (as well as other null hypotheses defined with respect to non-local
priors) decreases at a rate that is linear in n (e.g., Bahadur and Bickel, 1967; Walker
and Hjort, 2001; Walker, 2004). The accumulation of evidence under true null and
true alternative hypotheses is thus highly asymmetric, even though this fact is not
reflected in probability statements regarding the outcome of a Bayesian hypothesis
test.
Standard frequentist reports of the outcome of a test reflect this asymmetry.
The null hypothesis is not accepted; it is simply not rejected. Because there is no
possibility that the null hypothesis will be accepted, the rate of accumulation of
evidence in its favor is less problematic. In contrast, a Bayesian hypothesis test
based on a local alternative prior density results in the calculation of the posterior
probability that the null hypothesis is true, even when this probability cannot (by
design) exceed what is often a very moderate threshold. This point is explored
further in the examples that follow.
On a more philosophical level, we object to local alternative priors on the grounds
that they do not incorporate any notion of a minimally significant separation between
3
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the alternative and null models. The alternative hypothesis, by definition, should
reflect a theory that is fundamentally different from the null hypothesis. Local alternative hypotheses do not. The alternative hypotheses proposed in this article do,
but by necessity thus require the specification of a scale parameter that implicitly
defines the meaning of a substantively important deviation from the null.
In this article, we describe two classes of prior densities that more equitably
balance the rates of convergence of Bayes factors in favor of true null and true
alternative hypotheses. Prior densities from these classes offer a compromise between
the use of vague proper priors, which can lead to nearly certain acceptance of the
null hypothesis (Jeffreys, 1998; Lindley 1957), and the use of local alternative priors,
which restrict the accumulation of evidence in favor of the null hypothesis. They
rely on a single parameter to determine the scale for deviations between the null
and alternative hypotheses. Judicious selection of this parameter can increase the
amount of evidence collected under both true null and true alternative hypotheses.
Our presentation focuses on the case of precise null hypotheses (which comprise a
vast majority of the null hypotheses used to define statistical tests reported in the
scientific literature), although we briefly consider the extension of our methods to
composite null and alternative hypotheses in the final discussion.
The remainder of this article is organized as follows. In Section 2, we review the
asymptotic properties of Bayes factors based on local alternative priors in regular
parametric models. In Section 3, we propose and study the convergence properties
of two families of non-local alternative prior densities: moment prior densities and
inverse moment prior densities. In Section 4, we show that closed-form expressions
for Bayes factors against point null hypotheses can be obtained for linear models when
the alternative model is defined using a moment prior density, and that Bayes factors
defined using inverse moment prior densities can be expressed as the expectation of
a function of two gamma random variables. These results extend naturally to the
definition of simple approximations to Bayes factors in large-sample settings. We
provide examples to illustrate the use of non-local alternative models in Section 5,
and concluding remarks appear in Section 6.

2

Local alternative prior densities

We begin by examining the large sample properties of Bayes factors defined using local alternative prior densities. For the purpose of this article, we restrict our attention
to parametric models that satisfy the regularity conditions used by Walker (1969)
to establish asymptotic normality of the posterior distribution. These conditions are
stated in Appendix A.
4
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Following Walker’s regularity conditions (W69), let X1 , . . . , Xn denote a random
sample from a distribution that has density function f (x | θ) with respect to a σ-finite
measure µ on the real line, and suppose θ ∈ Θ ⊂ R. Let
n
Y
(n)
pn (X | θ) =
f (Xi | θ)
i=1

denote the joint sampling density of the data, let Ln (θ) = log pn (X(n) | θ) denote the
log-likelihood function, let θ̂n denote a maximum likelihood estimate of θ, and let
σn2 = {−L00 (θ̂n )}−1 . Let π0 (θ) denote either a continuous density function defined
with respect to Lebesgue measure, or a unit mass concentrated on a point θ0 ∈
Θ. The density function π1 is assumed to be continuous with respect to Lebesgue
measure. If πj , j = 0, 1, is continuous, define
Z
(n)
mj (X ) =
pn (X(n) | θ)πj (θ)dθ
Θ

to be the marginal density of the data under prior density πj . The marginal density
of the data for a specified value of θ0 is simply the sampling density evaluated at θ0 .
The Bayes factor based on a sample size n is defined as
BFn (1 | 0) =

m1 (X(n) )
.
m0 (X(n) )

Consider a test of the null hypothesis
H0 : θ ∼ π0 (θ),

(1)

where π0 (θ) > 0 for all θ ∈ Θ0 and π0 (θ) = 0 for all θ ∈ Θ−Θ0 , versus the alternative
hypothesis
H1 : θ ∼ π1 (θ),
(2)
where π1 (θ) > 0 for all θ ∈ Θ − Θ0 , and for some , ζ > 0
π1 (θ) > 

for all

θ ∈ Θ : inf |θ − θ0 | < ζ.
θ0 ∈Θ0

(3)

Condition (3) is the defining property of a local alternative hypothesis (or local
alternative prior density).
Similarly, if for every  > 0 there exits ζ > 0 such that
π2 (θ) < 

for all

θ ∈ Θ : inf |θ − θ0 | < ζ,
θ0 ∈Θ0

(4)

then we define π2 to be a non-local alternative prior density.
The convergence results stated in this section can be extended to densities π1∗
that differ from π1 on a set of measure 0 (e.g., π1∗ (θ0 ) = 0), and to vector-valued
parameters.
5

Hosted by The Berkeley Electronic Press

2.1

Case 1: Data generated from the null model

2.1.1

Point null hypotheses

Suppose θ0 = Θ0 ∈ R. Then the marginal density of the data under the null
hypothesis is
m0 (X(n) ) = pn (X(n) | θ0 ) = exp[Ln (θ0 )].
(5)
From W69, it follows that m1 (X(n) ) satisfies
h
i √
p lim {pn (X(n) | θ̂n )σn }−1 m1 (X(n) ) = 2π π1 (θ0 ).
n→∞

(6)

Because
Ln (θ0 ) − Ln (θ̂n ) = Op (1) and σn = Op (n−1/2 ),
the Bayes factor in favor of the alternative hypothesis when the null hypothesis is
true satisfies
m1 (X(n) )
BFn (1 | 0) =
= Op (n−1/2 ).
(7)
m0 (X(n) )
An example is presented in Section 5.1 for which BFn (1|0) = eB (n+a)−1/2 , where a is
a constant and 2B converges in distribution to a χ21 random variable as n → ∞. Thus,
the convergence rate stated in (7) is tight under the assumed regularity conditions.
2.1.2

Composite null hypothesis

Let θ0 ∈ Θ0 denote the true (i.e., data generating) parameter and suppose that π0
is continuous. Then (6) applies if m0 (X(n) ) and π0 (θ0 ) are substituted for m1 (X(n) )
and π1 (θ0 ), respectively. It follows that
p lim BFn (1 | 0) =
n→∞

π1 (θ0 )
= Op (1).
π0 (θ0 )

(8)

Thus, the Bayes factor in favor of the null hypothesis is not consistent if the prior
density defining the alternative hypothesis is bounded away from 0 in a neighborhood
of θ0 . Defining an alternative hypothesis with a local prior thus makes little sense
from an asymptotic perspective, but local alternative (and local null) hypotheses are
nevertheless routinely specified in many problems, including the design of clinical
trials (e.g., Spiegelhalter, et al. 1993, Freedman et al. 1994, Parmar et al. 1994,
Thall and Simon 1994, Heitjan 1997, Thall, Wooten, and Tannir 2005) and social
science applications (e.g., Hoijtink et al. 2008, Klugkist 2008).

6

http://biostats.bepress.com/mdandersonbiostat/paper42

We note that Levine and Casella (1996) studied the limiting relationship between
Bayes factors and posterior odds defined for point null hypotheses and composite null
hypotheses defined on  intervals, and provided necessary conditions for the posterior
probabilities to converge as  → 0. More recently, Chambaz and Rousseau (2008)
examined error rates in model order determination, and McVinnish et al. (2009)
examined convergence of goodness-of-fit tests based on triangular distributions.

2.2

Case 2: Data generated from the alternative model

In an unpublished technical report, Bahadur and Bickel (1967) provided general
conditions for which
1
log BFn (1|0) = c,
n→∞ n

p lim

c > 0,

under the alternative hypothesis for parametric tests specified according to (1-2).
Walker (2004) obtained similar results for non-parametric Bayesian models and surveyed the consistency of Bayes factors in that more complicated setting.
Under W69, exponential convergence of the Bayes factor in favor of a true alternative model can be demonstrated as follows. Assume that θ1 denotes the data
generating value of the model parameter, and suppose that there exists δ > 0 such
that {θ : |θ − θ1 | < δ} ⊂ Θ − Θ0 . Then
Z
(n)
m0 (X ) =
pn (X(n) | θ)π0 (θ)dθ < sup pn (X(n) | θ).
θ∈Θ0

Θ0

Because

"
lim P

n→∞

#
sup

Ln (θ) − Ln (θ1 ) < −nk(δ) = 1

(9)

θ∈Θ−Nδ (θ1 )

for some k(δ) > 0 (W69), it follows that


m0 (X(n)
< exp [−nk(δ)] = 1.
lim P
n→∞
σn pn (X(n) | θ1 )
Combining this result with (6) (where θ1 is now the data generating parameter)
implies that the Bayes factor in favor of the alternative hypothesis satisfies


1
log BFn (1 | 0) > k(δ) = 1.
lim P
n→∞
n
This result holds for both simple and composite null hypotheses.
7

Hosted by The Berkeley Electronic Press

For hypothesis tests conducted with local alternative prior densities and non-local
null prior densities, the results of this section can be summarized as follows:
1. For a true point null hypothesis, the Bayes factor in favor of the alternative
hypothesis decreases only at rate Op (n−1/2 ),
2. For a true composite null hypothesis, the Bayes factor is not consistent,
3. For a true alternative hypothesis, the Bayes factor in favor of the alternative
hypothesis increases exponentially fast.
These disparate rates of convergence imply that it is much more likely that an
experiment will provide convincing evidence in favor of a true alternative hypothesis
than it will for a true null hypothesis.

3

Non-local alternative prior densities

To improve upon the convergence rates in favor of true null hypotheses obtained
under local alternative hypotheses, we propose two new classes of non-local prior
densities. Members of these classes satisfy the conditions π(θ) = 0 for all θ ∈ Θ0 ,
and π(θ) > 0 for all θ ∈ Θ − Θ0 . In contrast to non-local priors that are defined to be
0 on, say, an interval (θ0 − , θ0 + ) for some  > 0 (e.g., Verdinelli and Wasserman,
1996; Rousseau, 2007), the priors proposed here provide substantial flexibility in
the specification of the rate at which 0 is approached at parameter values that are
consistent with the null hypothesis. We are thus able to avoid the specification of
prior densities that transition sharply between regions of the parameter space that are
assigned 0 prior probability and regions that are assigned positive prior probability.
Throughout this section we focus on testing the point null hypothesis H0 : θ = θ0
versus the composite alternative H1 : θ 6= θ0 . In Section 3.1, we introduce the
family of moment prior densities. Although this class of densities does not provide
exponential convergence of Bayes factors in favor of true null hypotheses, it offers a
substantial improvement in convergence rates over local alternative priors. Additionally, this class provides closed-form expressions for Bayes factors in several common
statistical models and yields analytic approximations to Bayes factors in large-sample
settings.
In Section 3.2 we introduce inverse moment prior densities, which provide exponential convergence rates in favor of both true null hypotheses and true alternative
hypotheses.
We discuss extensions to vector-valued parameters are discussed in Section 3.3.
8
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3.1

Moment prior densities

Moment (MOM) prior densities are obtained as the product of even powers of the
parameter of interest and arbitrary densities. Suppose that πb (θ) denotes a base
prior density with 2k finite integer moments, k ≥ 1, that πb (θ) has two bounded
derivatives in a neighborhood containing θ0 , and that πb (θ0 ) > 0. Then the k th
moment prior density is defined as
πM (θ) =
where

Z
τk =

(θ − θ0 )2k
πb (θ),
τk

(10)

(θ − θ0 )2k πb (θ)dθ.

Θ

To simplify exposition, we define τ = τ1 for the first moment prior densities. Tests
of a one-sided hypothesis can be performed by taking πM (θ) = 0 for either θ < 0 or
θ > 0. Note that πM (θ0 ) = 0.
The convergence rates of Bayes factors in favor of true null hypotheses when the
alternative model is specified using a MOM prior can be obtained using Laplace
approximations (Tierney, Kass and Kadane, 1989; de Bruijn, 1981). Under the
null hypothesis, the maximum a posteriori (MAP) estimate of θ, say θ̃n satisfies
|θ̃n − θ0 | = Op (n−1/2 ), which in turn implies, if the null hypothesis is true, that the
Bayes factors satisfies (Appendix B)
BFn (1|0) = Op (n−k−1/2 ).

3.2

Inverse Moment Priors

Inverse moment prior densities are defined as
( 
 )
2 −k
ν+1

kτ ν/2 
(θ
−
θ
)
− 2
0
πI (θ) =
(θ − θ0 )2
exp −
Γ(ν/2k)
τ

(11)

for k, ν, τ > 0, and have a functional form related to inverse gamma density
functions.
As in the case of MOM densities, Laplace approximations (Tierney, Kass and
Kadane, 1989; de Bruijn, 1981) can be used to obtain probabilistic bounds on the
order of the marginal density of the data under the alternative hypothesis when the
null hypothesis is true. Because the MAP estimate satisfies
|θ̃n − θ0 | = Op (n−1/(2k+2) ),
9
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it follows from Laplace’s method (Appendix B) that
p lim n−k/(k+1) log BFn (1|0) = c,

c < 0.

n→∞

(12)

For large k, inverse moment (iMOM) priors thus provide approximately linear convergence in n for the logarithm of the Bayes factors under both null and alternative
hypotheses. In practice, values of k in the range of 1-2 often provide adequate convergence rates under the null hypothesis, while the selection of values of ν ≈ 1
imply Cauchy-like tails that may improve the power of tests under the alternative
hypotheses in small-sample settings.
The differences between the convergence rates of Bayes factors based on MOM
and iMOM prior densities can perhaps be best understood graphically. Figure 1
depicts an iMOM prior density (k = 1) alongside a comparably scaled MOM prior
density (k = 1). The MOM prior was obtained by taking πb (θ) to be a standard
normal density. As is apparent from the figure, the MOM prior does not approach 0
as quickly near the origin as does the iMOM prior, and so it is perhaps not surprising
that these priors do not lead to exponential convergence of Bayes factors in favor of
(true) point null hypotheses.

3.3

Multivariate generalizations

Both the MOM and iMOM priors can be extended in a natural way to the multivariate setting by defining
Q(θ) = (θ − θ0 )T Σ−1 (θ − θ0 )/(nτ σ 2 )

(13)

where θ is a d × 1 dimensional real vector, Σ is a positive definite matrix and τ > 0
is a scalar. To facilitate the exposition of results for linear models and asymptotic
approximations below, we have incorporated some redundancy in this parameterization. In particular, the factor 1/n is included so that Σ−1 /n provides a standardized
scaling when Σ−1 is taken to be an information matrix; the factor 1/σ 2 allows us
to account for the observational variance when specifying a prior on regression coefficients in linear models. As in the univariate case, τ represents a parameter that
determines the dispersion of the prior around θ0 (on a suitably standardized scale).
In this parameterization, the iMOM prior on θ may be expressed


ν+d
(14)
πI (θ) = cI Q(θ)− 2 exp −Q(θ)−k ,
where
Σ−1
cI =
nτ σ 2

1/2

k
Γ(d/2)
.
Γ(ν/2k) π d/2

(15)

10
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Figure 1: Comparison of normal MOM (k = 1) and iMOM (k = 1) prior densities.
The MOM prior (−−) approaches 0 more slowly at the origin and has lighter tails
than the iMOM prior (solid). The Gaussian base density (· − ·) is depicted for
reference.
As Q(θ) increases, the influence of the exponential term in (14) disappears and the
tails of πI become similar to those of a multivariate T with ν degrees of freedom. If
the conditions specified in W69 apply, then convergence of log BFn (0|1) in favor of a
true simple hypothesis H0 : θ = θ0 against a multivariate iMOM prior (k > 1) also
occurs according to (12) (Appendix B).
The extension for MOM priors proceeds similarly. Let πb (θ) denote a prior density
for θ for which Eπ [Q(θ)k ] is finite. Assume also that πb (θ) has two bounded partial
derivatives in a neighborhood containing θ0 and that πb (θ0 ) > 0. Then we define the
multivariate MOM prior as
πM (θ) =

Q(θ)k
πb (θ).
Eπb [Q(θ)k ]

(16)

Under the preceding regularity conditions, the multivariate MOM prior leads to a
Bayes factor in favor of the alternative hypothesis that is Op (n−k−d/2 ) when the null
hypothesis is true.
11
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If πb (θ) is a multivariate Gaussian density, (i.e., Nd (θ0 , nτ σ 2 Σ)), then
k

Eπ (Q(θ) ) =

k−1
Y

(d + 2i),

i=0

the k th moment of a chi-squared distribution with d degrees of freedom.

3.4

Default prior specifications

Multivariate MOM priors contain three scalar hyperparameters—k, τ , and σ, while
multivariate iMOM priors include an additional parameter ν. Both classes also require specification of a scale matrix Σ. In the absence of subjective prior information,
we recommend two approaches for selecting default values for these hyperparameters.
In many applications, it is convenient to set Σ−1 /σ 2 equal to the Fisher information matrix. Scaling this matrix by n (implicit to the preceding parameterization
of the MOM and iMOM priors) facilitates the specification of the remaining model
parameters in terms of standardized effect sizes. In this parameterization, σ 2 is either assumed to represent the observational variance, or is assigned a value of 1 and
subsumed into the matrix Σ.
The values of k = 1 provide convenient defaults for both the MOM and iMOM
priors. In the former case, setting k = 1 and using a Gaussian base prior yields simple expressions for Bayes factors in linear models, as well as approximations to Bayes
factors in large sample settings. For iMOM priors, a value of k = 1 provides acceptable convergence of Bayes factors under both the null and alternative hypotheses
without producing an unusually sharp spike at the mode of the density.
For the iMOM prior, we recommend setting ν = 1, which makes the tails of the
distribution similar to those of a multivariate Cauchy distribution. This choice is
consistent with the tails of the prior densities advocated by, for example, Jeffreys
(1998) and more recently Bayarri and Garcia-Donato (2007). A value of ν = 2
may also be considered when it is convenient to have an analytic expression for
the distribution function. In general, the tail behavior of an iMOM density with
parameter ν is similar to that of a multivariate T density with ν degrees of freedom.
Finally, we recommend two methods for setting τ . In the first, we determine τ to
fix the mode of the prior density at a value deemed most likely under the alternative
0
0 0
) (Σ−1 /n)( θ−θ
), Gaussian MOM and iMOM prior
hypothesis. Letting w = ( θ−θ
σ
σ
2k 1/2k
modes occur at the set of points for which w = 2kτ and w = τ ( ν+d
) , respectively.
By specifying the anticipated differences (or standardized differences) of θ from θ0 ,
these expressions can be used to determine a value of τ that places the mode of the
12
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density at a normed distance from θ0 . This approach is useful in early-stage clinical
trials and other experimental settings, and can be implemented by fixing the prior
modes at the response rates used in sample size calculations.
Alternatively, τ can be determined so that a high prior probability is assigned to
standardized effect sizes greater than a specified threshold. For instance, standardized effect sizes of less than 0.2 are often not considered substantively important in
the social sciences (e.g., Cohen 1992). This fact suggests that τ may be determined
so that the prior probability assigned to the event that a standardized effect size is
less than 0.2, is say, less than 5%. In the case where k = 1, the probability assigned
to the interval (−a, a) by a (scalar) Gaussian MOM prior centered on 0 with scale τ
and n = 1 is


 2
 
a
1
a
a
−√
−
.
(17)
exp −
2 Φ √
2τ
2
τ
2πτ
The corresponding probability for an iMOM prior is
h √
ν i
1 − G (a/ τ )−2k ; , 1 ,
2k

(18)

where G(·; c, d) denotes the gamma distribution function with shape c and scale
d. Setting τ = 0.114 and 0.348, the probabilities assigned by the MOM prior to
the interval (−0.2, 0.2) are 0.05 and 0.01, respectively. Similarly, for τ = 0.133
and τ = 0.077, the iMOM prior assigns probabilities of 0.05 and 0.01 to the same
interval. Figure 2 depicts the standardized MOM and iMOM priors for these values.
This approach for setting τ is illustrated in Sections ?? and 5.4.

4

Bayes factors for linear models

In Sections 4.1 and 4.2 we address the computation of Bayes factors for linear models
under MOM and iMOM priors. In Section 4.3 we discuss the extension of these results
to obtain asymptotic approximations to Bayes factors in regular statistical models.
We assume that y ∼ N (Xθ, σ 2 I), where y = (y1 , . . . , yn ) is the vector of dependent variables, X is the design matrix, θ is the regression coefficient vector and σ 2
is the observational variance. Let θ 0 = (θ10 , θ20 ) denote a partition of the parameter
vector, and assume that we wish to test H0 : θ1 = θ0 with θ2 unconstrained. Let p1
and p2 = p − p1 denote the dimensions of θ1 and θ2 , respectively.
We define Σ to be the submatrix of (X0 X)−1 that corresponds to θ1 . Other definitions of Q might be used, but this choice simplifies the computation of the resulting
Bayes factors and seems natural in the absence of subjective prior information regarding the departures of θ1 from θ0 . For a known σ 2 , we assume a locally uniform
13
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Figure 2: Depiction of standardized priors. Comparison of the (symmetric) MOM
and iMOM densities on positive θ axis. The left panel depicts the Gaussian MOM
prior densities that assign .01 and .05 prior probability to values in the interval (2,.2). The dotted line indicates the MOM prior that has its mode at 4. The right
panel depicts the corresponding iMOM prior densities. A vertical line at 0.2 appears
in both plots.
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prior for θ2 (i.e., π(θ2 ) ∝ 1) under both hypotheses, and use the usual limiting argument to cancel the constant of proportionality from the resulting Bayes factor.
Similarly, when σ 2 is unknown we assume a priori that π(θ2 , σ 2 ) ∝ 1/σ 2 . Appendix
C contains details regarding the derivation of the formulae provided in Sections 4.1
and 4.2.

4.1

Moment Bayes factors

Using MOM priors, a default class of alternative hypotheses may be defined by taking
the base prior measure in (16) to be
πb (θ1 ) = N (θ1 ; θ0 , nτ σ 2 Σ).
For known σ 2 , the resulting Bayes factor in favor of H1 can be expressed
1
×
(1 + nτ )k
i=0 (p1 + 2i)
µk

Qk−1

1
exp
(1 + nτ )p1 /2




1
nτ
0 −1
(θ̂1 − θ0 ) Σ
(θ̂1 − θ0 ) ,
2
σ 2 (1 + nτ )

(19)

where θ̂1 is the usual least squares estimate and µk is the k th raw moment of a
chi-squared distribution with p1 degrees of freedom and non-centrality parameter
nτ
λ = (θ̂1 − θ0 )0 Σ−1 σ2 (1+nτ
(θ̂1 − θ0 ). That is
)
k−1

µk = 2

(k − 1)!(p1 + kλ) +

k−1
X
(k − 1)!2j−1
j=1

(k − j)!

(p1 + jλ)µk−j .

(20)

The second line in (19) is the Bayes factor obtained under Zellner’s g-prior (Zellner,
1986), which is Op (n−p/2 ) when H0 is true. We can view the first line in (19) as
an acceleration factor that is Op (n−k ), which makes the Bayes factor in favor of the
alternative hypothesis Op (n−k−p1 /2 ) when the null hypothesis is true. For instance,
setting k = p1 /2 doubles the rate at which evidence in favor of H0 is accumulated.
Now consider the case in which σ 2 is unknown. Although there is no simple
expression for an arbitrary value of k, for k = 1, the Bayes factor is
p1 + λ̂
×
p1 (1 + nτ )
(1 + nτ )(n−p)/2 1 + nτ

s2R (n − p)
s2R (n − p) + (θ̂1 − θ0 )0 Σ−1 (θ̂1 − θ0 )

!−(n−p2 )/2
,

(21)
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nτ
where s2R (n − p) is the sum of squared residuals, λ̂ = (θ̂1 − θ0 )0 Σ−1 σ̂2 (1+nτ
(θ̂1 − θ0 )
)
and

σ̂ 2 =

s2R (n − p) (θ̂1 − θ0 )0 Σ−1 (θ̂1 − θ0 )
+
.
n − p2
(1 + nτ )(n − p2 )

(22)

Note that as n → ∞, σ̂ 2 converges in probability to σ 2 , p1 +λ̂ converges to µ1 = p1 +λ,
as defined in (20). Bayes factors for MOM priors with k > 1 may be derived along
similar lines, but have substantially more complicated expressions.

4.2

Inverse moment Bayes factors

Bayes factors for linear models are not available in closed form for iMOM alternative prior densities. However, they can be calculated by evaluating either a simple
univariate integral or bivariate integral, depending on whether or not σ 2 is assumed
to be known a priori.
For a known σ 2 , the Bayes factor in favor of the alternative hypothesis is
h 
n
oi
k
nτ (ν+p1 )/2
 p1 /2
exp − (nτ /z)
kΓ(p1 /2) Ez z
2

,
(23)
ν
nτ
Γ( 2k
)
exp − 12 λn
where z denotes a non-central chi-squared random variable with p1 degrees of freedom
−1
and non-centrality parameter λn = (θ̂1 − θ0 )0 Σσ2 (θ̂1 − θ0 ).
For an unknown σ 2 , the default Bayes factor in favor of the alternative hypothesis
is
h 
n
oi
k
nτ (ν+p1 )/2
 p1 /2
E
exp
−
(nτ
/z)
kΓ(p1 /2) (w,z) z
2
.
(24)
ν
−( n−p
2
nτ
Γ( 2k
) 
2 )
Σ−1
0
1 + (θ̂1 − θ0 ) s2 (n−p) (θ̂1 − θ0 )
R

Here, expectation is taken with respect to the joint distribution of the random vector
(w, z), where w is distributed as an inverse gamma random variable with parameters
(n−p2 )/2 and s2R (n−p)/2, and z given w has as a non-central chi-squared distribution
−1
on p1 degrees of freedom and non-centrality parameter λn = (θ̂1 − θ0 )0 Σw (θ̂1 − θ0 ).

4.3

Asymptotic approximations to default Bayes factors

The default Bayes factors obtained in the previous subsection for linear models can
be combined with the methodology presented in Section 3 to obtain approximations
to Bayes factors in large-sample settings.
16

http://biostats.bepress.com/mdandersonbiostat/paper42

Suppose that x1 , . . . , xn denote independent random variables drawn from a distribution that has a density function f (x | θ), θ ∈ Rp . Suppose further that the
parameter vector θ is partitioned into components (θ1 , θ2 ), where θ1 is the parameter of interest and θ2 is a nuisance parameter, and consider the test of a point null
hypothesis H0 : θ1 = θ0 , θ0 ∈ Rp1 .
Under W69, if the prior density on θ is continuous and positive in a neighborhood
of the true parameter value, then the posterior distribution of (θ1 , θ2 ) converges
to a multivariate normal distribution with mean equal to the maximum likelihood
estimate (θ̂1 , θ̂2 ) and asymptotic covariance matrix V̂ equal to the inverse of the
observed information matrix. If Σ denotes the submatrix of V̂ corresponding to θ1 ,
then MOM and iMOM alternative priors can be used to define default alternative
hypotheses. Taking σ = 1, the Bayes factor obtained under the MOM alternative
prior specification can be approximated by (19), while the Bayes factor in favor of
the alternative hypothesis using an iMOM prior can be approximated by (23).

5
5.1

Examples
Test of a Normal Mean

To contrast the performance of local and non-local alternative priors, let X1 , . . . , X50
denote i.i.d. N (θ, 1) data, and consider a test of H0 : θ = 0 against each of the
following alternative hypotheses:
H1a
H1b
H1c
H1d

:
:
:
:

π(θ) = n(θ; 0, 2)
π(θ) = Cauchy(θ)
π(θ) ∝ (θ2 )−1 exp{−0.318/θ2 },
π(θ) ∝ θ2 n(θ; 0, 0.159)

where n(·; c, d) denotes a normal density function with mean c and variance d and
Cauchy(·) refers to a standard Cauchy density. These non-local densities that define
H1c and H1d are depicted in Figure 1. Hypothesis H1a corresponds to an intrinsic prior
for testing the null hypothesis H0 (Berger and Pericchi, 1996), while hypothesis
H1b corresponds to Jeffreys’ recommendation for testing H0 (Jeffreys, 1998). The
parameters of the iMOM prior in H1c were v = 1, k = 1, and τ = 1/π = .318,
which means that the iMOM prior’s tails match those of√the Cauchy prior in H1b .
The modes of the resulting iMOM prior occurred at ±1/ π = ±0.564. Finally, to
17
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Figure 3: Expected weight of evidence under four hypotheses as a function of sample
size. Kass and Raftery’s (1995) categorization of weight of evidence is provided for
reference.
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facilitate comparisons between the MOM and iMOM priors, the parameters of the
normal MOM prior were chosen so that the two densities had the same modes.
As this setup is a particular case of linear models with a known σ 2 , the Bayes
factors for H1c and H1d can be computed from (23) and (19), respectively. The Bayes
√
factor in favor of H1a can be expressed exp(0.5n2 x̄2 /an )/ τ an , where an = n + 1/τ
and τ = 2. The Bayes factor associated with H1b can be evaluated numerically as a
one-dimensional integral.
The performance of the non-local alternative priors versus the local alternative
prior is illustrated in Figure 3 for data simulated under the null model. Each curve
represents an estimate of the expected “weight of evidence” (i.e., logarithm of the
Bayes factor) based on 4,000 simulated data sets of the indicated sample size. As
this figure demonstrates, the local alternative hypotheses are unable to provide what
Kass and Raftery (1995) term "stong support" in favor of the null hypothesis even
for sample sizes exceeding 500. In contrast, strong support is achieved, on average,
for sample sizes of approximately 30 and 85 under the H1c and H1d , respectively, while
very strong evidence is obtained for sample sizes of 70 and 350.
It is also important to note that non-local alternative hypotheses often provide
stronger evidence against the null hypothesis when the null hypothesis is false than
do local alternative hypotheses. Heuristically, non-local priors take mass assigned by
a local alternative prior density to parameter values that consistent with or close to
parameter values that are consistent with the null hypothesis and assign this mass
to values considered likely under the alternative model. This fact is illustrated in
Figure 4, where the expected weight of evidence is depicted as a function of a known
value of θ and a fixed sample size of 50. For values of 0.25 < θ < 1.05, the MOM
prior provides, on average, stronger weight of evidence in favor of the alternative
hypotheses than either of the local alternatives, while the iMOM provides essentially
equal or stronger weight evidence than the local alternatives for all values of θ > 0.5.
Such gains do not, of course, accrue without some trade-off. For the MOM and
iMOM priors selected for this example and a sample size of 50, the expected weight
of evidence in favor of the null hypothesis is "worth more than a bare mention"
for all values of θ < 0.25 when the alternative hypothesis is based on the iMOM
prior, or when θ < 0.20 and the alternative is based on the MOM prior. Indeed, for
values of θ < 0.12, the expected weight of evidence in favor of the null hypothesis
falls in Kass and Raftery’s (1995) strong range for the iMOM-based alternative. In
contrast, the local priors provide positive expected weight of evidence in favor of the
null hypothesis only for values of θ < 0.17.
Finally, note that the weight of evidence obtained in favor of the alternative hypothesis increases rapidly for large values of |θ| under all of the alternative hypothe19
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Figure 4: Expected weight of evidence under four hypotheses as a function of the
data-generating value of the parameter θ for fixed sample sizes of 50. The weight of
evidence obtained using MOM and iMOM priors are depicted as solid and dashed
curves, respectively. The weight of evidence provided by the intrinsic and Cauchy
priors nearly overlap and are slightly largely than the MOM and iMOM curves at
the origin.
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ses. For large θ values, the tails of the prior that define the alternative hypothesis are
largely irrelevant, provided only that the prior has not been taken to be so disperse
that the Lindley paradox applies.

5.2

Test of a Normal Variance

We next consider the application of non-local priors to the calculation of Bayes factors
for the test a normal variance. Let X1 , . . . , Xn denote i.i.d. N (0, ζ) observations,
and define the null hypothesis to be H0 : ζ = 1. We consider the following three
alternative hypotheses.
1
H1a : π(ζ) = √
π ζ(1 + ζ)
b
H1 : π(ζ) = c(ζ − ζ0 )2 ζ −α−1 exp(−λ/ζ),
λα
c= 2
, ζ0 = 1, α = 5, λ = 4
λ Γ(α − 2) − 2ζ0 λΓ(α − 1) + ζ02 Γ(α)


α
α
c
H1 : π(ζ) =
exp −
, α = .2.
πζ(log ζ)2
(log ζ)2
The first alternative hypothesis represents an intrinsic prior (Berger and Pericchi, 1996; Moreno, Bertolino, and Racugno, 1998) for the test of H0 . The second
alternative hypothesis is a MOM prior based on an inverse gamma density. The
parameters of this density were chosen so that it had modes at 0.5 and 2. The third
alternative hypothesis was obtained from an iMOM prior for log(ζ) centered on 0
with parameters τ = .25, k = 1 and ν = 1. On the logarithmic scale, this density
has modes at ±0.5. The three densities that define the alternative hypotheses are
depicted in Figure 5.
Figure 6 illustrates the relationship between the average weight of evidence (i.e.,
logarithm of the Bayes factor) the three hypotheses as a function of sample size n for
data generated under the null. For each value of n, the average weight of evidence
in favor of the alternative hypothesis was estimated by generating 4,000 random
samples of size under the null hypothesis that ζ = 1.
The trend depicted in Figure ?? for the intrinsic Bayes factor (top curve) clearly
illustrates the poor performance of Bayes factors based on local priors in this setting.
On average, in excess of 350 observations are needed to obtain strong evidence (Kass
and Raftery, 1995) in favor of the null hypothesis when the intrinsic prior is used
to define alternative hypothesis, and very strong evidence is not typically obtained
with even 10,000 observations. In contrast, the average weight of evidence in favor
21
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Figure 5: Prior densities on variance parameter ζ. The intrinsic prior (− · −) is
smoothly decreasing. The iMOM prior (−−) is flatter than the MOM prior (solid)
at ζ = 1, where both densities are 0.
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Figure 6: Expected weight of evidence obtained under alternative hypotheses defined using intrinsic, MOM, and iMOM priors as a function of sample size for data
generated under the null hypopthesis (ζ = 1).
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of a the null hypothesis is strong with fewer than 100 observations using either of
the non-local alternatives, and the average weight of evidence becomes very strong
with only 375 and 200 observations using the MOM and transformed iMOM priors,
respectively.
Finally, we note that the expected weight of evidence in favor of alternative
hypotheses obtained using the non-local alternatives is similar to the intrinsic prior
when ζ 6= 1. For example, Figure 7 illustrates the expected weight of evidence
obtained under H1a -H1c as a function of ζ based on a sample size of n = 100.

5.3

A Stylized Bayesian Clinical Trial

To illustrate the impact of non-local priors in a common hypothesis testing problem,
consider a highly-stylized phase II trial of a new drug aimed at improving the overall response rate from 20% to 40% for some population of patients with a common
disease. Such trials are not designed to provide conclusive evidence in favor of regulatory approval of a drug but instead attempt to provide preliminary evidence of
efficacy. The null hypothesis of no improvement is formalized by assuming that the
true overall response rate of the drug is θ = 0.2. For illustration, we consider three
specifications of the alternative hypothesis:
H1a : π(θ) ∝ θ−.8 (1 − θ)−.2
0.2 < θ < 1
b
.2
.8
H1 : π(θ) ∝ θ (1 − θ)
0.2 < θ < 1


c
−3
H1 : π(θ) ∝ (θ − .2) exp −0.055/(θ − .2)2

0.2 < θ < 1

In each case, the values of the prior densities are assigned a value of 0 outside of the
interval (0.2,1), reflecting that θ > 0.2 under the alternative hypotheses.
Hypothesis H1a represents the truncation of a local alternative hypothesis centered
on θ = 0.2, and can be expected to approximate the behavior of one-sided tests
conducted using intrinsic priors, intrinsic Bayes factors, or the noninformative prior.
Hypothesis H1b represents a mildly informative prior centered on the target value for
the response rate of the new drug. The final hypothesis, H1c , denotes the iMOM prior
truncated to the interval (0.2,1) having parameters ν = 2, τ = 0.055, and k = 1.
To complete the specification of the trial, suppose that patients are accrued and
the trial is continued until one of two events occur: (1) the posterior probability
assigned to either the null or alternative hypothesis exceeds 0.9, or (2) 50 patients
have entered the trial. Trials not stopped before the 51st patient accrues are assumed
to be inconclusive. Assume further that the null and alternative hypotheses are
assigned equal weight a priori, and that the null hypothesis is actually true. Using
these assumptions, we list the proportions of trials that end with a conclusion in
24
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Figure 7: Expected weight of evidence in favor of alternative hypotheses defined using
intrinsic (− · −), MOM (−−), and iMOM (solid) priors and a sample size of 100 as a
function of the data-generating parameter ζ. For ζ  1, the hypothesis based on the
MOM prior provides less power than hypotheses based on either intrinsic or iMOM
densities. For ζ ≈ 2.5, the MOM prior provides slightly more evidence in favor of the
alternative than does the iMOM prior, which in turn provides slightly more evidence
than the intrinsic prior.
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Table 1: Operating characteristics of hypothetical clinical trial
Hypothesis
Proportion of
Proportion of
Average #
Trials Stopped for H0 Trials Stopped for H1∗ Patients Enrolled
H1a
0.43
0.11
35.3
b
H1
0.51
0.05
37.1
H1c
0.91
0.04
17.7

favor of each hypothesis, along with the average number of patients observed before
each trial is stopped in Table 1.
The probability of stopping a trial early in favor of the null hypothesis was approximately twice as great for the iMOM alternative than it was for either of the
truncated beta priors. In addition, only one-half as many patients were required
to stop the trial when the iMOM prior was used. In considering these figures, it is
important to note that the parameters for the truncated beta densities were chosen
so that all tests had approximately the same power when the alternative hypothesis
of θ = 0.4 was true. For θ = 0.4, the powers of the three hypotheses (estimated from
1,000 simulated trials) were 0.825, 0.823, and 0.812, respectively. Thus, by balancing the rates at which evidence accumulated under the null and alternative models,
the probability of correctly accepting the null hypothesis was significantly increased
when the null hypothesis was true, while the probability of accepting the alternative
hypothesis when it was true was not adversely affected at the targeted value of θ.

5.4

Approximate Bayes factors for probit regression

In our final example, we performed a simulation study to illustrate the asymptotic
approximations to Bayes factors based on non-local alternative priors in the context
of simple binary regression models. For each sample size n, we generated yi , i =
1, . . . , n as Benoulli random variables with probit success probabilities Φ(θ0 +θ1 x1,i +
θ2 x2,i ), where θ1 = 0.7, θ0 = θ2 = 0, and (x1,i , x2,i ) were simulated as mean 0, variance
1 normal random variables with correlation 0.5. One thousand data sets with sample
sizes of n=50, 100 and 200 were used to test two pairs of hypotheses:
H0,1 : θ1 = 0 versus H1,1 : θ1 ∼ π(θ),

H0,2 : θ2 = 0 versus H1,2 : θ2 ∼ π(θ).
(25)
The prior densities assumed under the alternative hypotheses were a normal
MOM prior, a Cauchy iMOM prior (i.e., ν = 1), and Zellner’s g-prior with the
default value τ =1 (ZBF). This value of τ produced posterior probabilities in favor
and
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Table 2: Expected posterior probabilities for the inclusion of covariates in the simulated probit regression model data.
MOM
iMOM
ZBF
1% 5% 0.4 1% 5% 0.4
n=50
P(θ1 6= 0|data) 0.67 0.80 0.83 0.76 0.79 0.74 0.76
P(θ2 6= 0|data) 0.06 0.17 0.21 0.12 0.17 0.10 0.20
n=100
P(θ1 6= 0|data) 0.92 0.96 0.97 0.95 0.96 0.95 0.95
P(θ2 6= 0|data) 0.03 0.09 0.12 0.06 0.10 0.04 0.15
n=200
P(θ1 6= 0|data) 1.00 1.00 1.00 1.00 1.00 1.00 1.00
P(θ2 6= 0|data) 0.01 0.05 0.07 0.02 0.05 0.02 0.12

of including the first covariate in the regression model that were similar to the probabilities obtained using the non-local priors, and thus provides a useful contrast for
examining convergence of the posterior probabilities in favor of a true null hypothesis. We tested the same three specifications of τ for the non-local alternative priors
used in Section 5.3.
In Table 2, we show the average posterior probabilities in favor of each alternative
hypothesis when the null and alterative models were assigned equal probability a
priori. As expected, the non-local alternative hypotheses provide substantially more
evidence in favor of the true null hypothesis H02 that θ2 = 0 than does the ZBF.
Even the average posterior probability of H1,1 is approximately the same under all
prior assumptions. For example, the 1% iMOM prior assigned essentially the same
average posterior probability to H1,1 as did the ZBF, but only between 60% to 17%
as much probability to H1,2 as n was increased from 50 to 200.

6

Discussion

This article has focused on the description of two classes of non-local alternative
prior densities that can be used for default Bayesian hypothesis testing, and the
comparison of the frequentist sampling properties of tests based on these priors to
tests defined using standard objective priors. To a large extent, we have ignored
philosophical issues regarding the logical necessity to specify an alternative hypoth-
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esis that is distinct from the null hypothesis. In general, it is our view that one
hypothesis (and a test statistic) is enough to obtain a p-value, but that two hypotheses are required to obtain a Bayes factor. The two classes of prior densities proposed
in this article provide functional forms that may be used to specify the second hypothesis when detailed elicitation of a subjective prior is not practical. Members
of both classes eliminate the high costs associated with standard objective Bayesian
methods when the null hypothesis is true, without incurring additional costs when it
is false. Members of both classes allow specification of a parameter τ that implicitly
defines what is meant by a substantively meaningful difference between the null and
alternative hypotheses. Not only does the specification of this parameter aid in the
interpretation of test findings, judicious choice of its value can increase the evidence
reported in favor of both true null and true alternative hypotheses.
In many applications in the social sciences, standardized effect sizes of approximately 0.2 are regarded as substantively important. When this is the case, the
three choices of τ illustrated in Sections 5.3 and 5.4 for MOM and iMOM priors may
provide useful default prior specifications under the alternative hypothesis. The simulation results provided in Section 5.4 may be used as a guide to select from among
these choices.
The density functions proposed in this article may be extended for use as alternatives to composite null hypotheses in a number of ways. For example, if the null
hypothesis is defined according to H0 : θ ∼ U (a, b), then an iMOM prior might be
specified according to

 h
i 
ν+1
2 −k
ν/2

−
(θ−a)
kτ
2
2

exp −
θ<a

τ
 Γ(ν/2k) [(θ − a) ]

(26)
πI (θ) =
 h

i−k 

ν+1
2
ν/2

−
 kτ
[(θ − b)2 ] 2 exp − (θ−b)
θ>b

Γ(ν/2k)
τ
Other forms of MOM and iMOM priors may also be specified for vector-valued parameter vectors. Alternatively, prior distributions that decrease to 0 near the boundaries between disjoint null and alternative parameter spaces might be considered.
In addition to standard hypothesis tests, non-local alternative prior densities may
also provide important advantages over local alternative priors in model selection algorithms. In that setting, the assignment of high probability to “true” null hypotheses
by the probability for the data alone may eliminate the need to specify penalties on
the inclusion of other model covariates.
Finally, we have developed an R library that calculates Bayes factors under either
MOM or iMOM alternative prior models. The library is available at
http://rosselldavid.googlepages.com.
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Appendix A. Regularity Conditions.
It is assumed that the following conditions from Walker (1969) hold. To facilitate
comparison, we have retained Walker’s numbering system for these conditions.
A1 Θ is a closed set of points in Rs .
A2 The sample space X = {x : f (x | θ) > 0} is independent of θ.
A3 If θ1 , θ2 are distinct points of Θ, the set
{x : f (x | θ1 ) 6= f (x | θ2 )} > 0
has Lebesgue measure greater than 0.
A4 Let x ∈ X , θ0 ∈ Θ. Then for all θ such that |θ − θ0 | < δ, with δ sufficiently small,
| log f (x | θ) − log f (x | θ0 )| < Hδ (x, θ0 ),
where
lim Hδ (x, θ0 ) = 0,

δ→0

and, for any θ0 ∈ Θ,
Z
lim

δ→0

Hδ (x, θ0 )f (x | θ0 )dµ = 0.

X

A5 If Θ is not bounded, then for any θ0 ∈ Θ, and sufficiently large ∆,
log f (x | θ) − log f (x | θ0 ) < K∆ (x, θ0 )
whenever |θ| > ∆, where
Z
K∆ (x, θ0 )f (x | θ0 )dµ < 0.

lim

δ→0

X

For the remaining conditions, let θ0 be an interior point of Θ.
B1 Logf (x | θ) is twice differentiable with respect to θ in some neighborhood of θ0 .
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B2 The matrix J(θ0 ) with elements



Z
∂ log f0
∂ log f0
f0
Jij (θ0 ) =
dµ,
∂θ0,i
∂θ0,j
X
where f0 denotes f (x | θ0 ), is finite and positive definite. In the scalar case,
this condition becomes 0 < J(θ0 ) < ∞, where

2
Z
∂ log f0
f0
J(θ0 ) =
dµ.
∂θ0
X
B3

Z
X

∂f0,i
dµ =
∂θ0,i

Z
X

∂ 2 f0
dµ = 0
∂θ0,i ∂θ0,j

B4 If |θ − θ0 | < δ, where δ is sufficiently small, then
∂ 2 log f (x | θ) ∂ 2 log f (x | θ0 )
< Mδ (x, θ0 ),
−
∂θi ∂θj
∂θ0,i ∂θ0,j
where

Z
Mδ (x, θ0 )f (x | θ0 )dµ = 0.

lim

δ→0

X

Appendix B
Convergence of Bayes Factors Based on Inverse Moment Priors
Assume that W69, the regularity conditions of Walker (1969), hold, and that θ0 = 0
is the data generating parameter. Without loss of generality, we take τ = 1. Then
the marginal density of the data under the alternative hypothesis can be expressed
as


Z
(ν + 1)
(n)
2 −k
2
m1 (X ) = c exp −(θ ) + Ln (θ) −
log(θ ) dθ
2
Θ
Z
≡ c exp[h(θ)]dθ
Θ

for a constant c that is independent of n. Expanding Ln (θ) around a maximum likelihood estimate θ̂n and differentiating h(θ) implies that the values of θ that maximize
h(θ), say θ̃n , satisfy
 −k−1
ν+1
00
2k θ̃n θ̃n2
+ Ln (θ∗ )(θ̃n − θ̂n ) −
=0
(27)
θ̃n
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for some θ∗ ∈ (θ̃n , θ̂n ). (Note that if more than one maximum likelihood estimate
exists, the difference between them is op (n−1/2 ).) Rearranging terms leads to
!
θ̂
2k − (ν + 1)(θ̃n2 )k
n
n(θ̃n2 )(k+1) 1 −
.
(28)
=
−L00n (θ∗ )/n
θ̃n
From regularity condition (B4), the denominator on the right-hand side of (28) converges in probability to J(θ0 ), while the first term in the numerator is constant.
Noting that θ̂n = Op (n−1/2 ), it follows that the two maxima of the posterior satisfy
p lim nr θ̃n = ±

(2k)r
,
J(θ0 )r

(29)

where r = 1/(2k + 2).
By expanding around each of the maxima, W69 allows Laplace’s method to be
used to obtain an asymptotic approximation to m1 (X(n) ) , yielding
"

(4k 2 + 2k)
m1 (X(n) ) ≈ c
θ̃n

#−1/2

2(k+1)
00

− Ln (θ̃n )

h
i
|θ̃n |−ν−1 exp −(θ̃n2 )−k + Ln (θ̃n ) .
(30)

Expanding the log-likelihood function around θ̂n yields
1 00
Ln (θ̃n ) = Ln (θ̂n ) + Ln (θ∗ )(θ̃n − θ̂n )2
2
for some θ∗ ∈ (θ̃n , θ̂n ). When the null hypothesis is true, Ln (θ̂n ) − Ln (θ0 ) = Op (1),
and it follows that

s
2k
(2k)2r
s
p lim n log BFn (1|0) = −
−
n→∞
J(θ0 )
2J(θ0 )2r−1
where s = −k/(k + 1).
An extension to the multivariate setting can be accomplished using similar arguments. Let sij denote the (i, j)th element of the positive definite matrix S = Σ−1 /σ 2 ,
and suppose that θ0 = 0. Then the values of θ that provide the local maxima of
the marginal density of the data under the alternative model satisfy the system of
equations
"
#
P
X
X ∂Ln (θ ∗ )
(ν + d) j θj sij
0=−
+ 2k(Q(θ))−k−1
θj sij +
(θj − θ̂j ) (31)
Q(θ)
∂θ
θ
i
j
j
j
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for i = 1, . . . , d and θ ∗ ∈ (θ, θ̂). Rearranging terms implies that each maxima of
h(θ), say θ (m) , satisfies
"
#
P
(m)
J
θ̃
ij
n,j
j
p lim nQ(θ̃n(m) )k+1 −
= 0,
i = 1, . . . , d.
P
(m)
n→∞
2k j sij θ̃nj
(m)

Because S is positive definite, it follows that p lim n1/(k+1) Q(θ̃n ) = c(m) for some
(m)
(m)
c(m) > 0. Thus p lim n1/(2k+2) θ̃n,j = dj , for some vector d(m) for which maxj |dj | >
0. Expanding Ln (θ̃n ) around the maximum likelihood estimate gives
1 X ∂ 2 Ln (θ ∗ ) (m)
(m)
Ln (θ˜n ) = Ln (θ̂n ) +
(θ̃n,i − θ̂n,i )(θ̃n,i − θ̂n,i )
2 i,j ∂θi ∂θj
for some θ ∗ ∈ (θ̂n , θ̃ (m) ). The second term on the right-hand side of this equation
satisfies
#
"
X ∂ 2 Ln (θ ∗ ) (m)
1
(m)
(θ̃n,i − θ̂n,i )(θ̃n,i − θ̂n,i ) = b(m)
p lim ns
n→∞
2 i,j ∂θi ∂θj
for some b(m) < 0. Applying Laplace’s method at each maxima and summing, it
follows that
lim P [ns log BFn (1|0) < a] = 1,

n→∞

for some a < 0.

Convergence of Bayes Factors Based on Moment Priors
Assume again that W69 holds, and that θ0 = 0 is the data generating parameter. Then the marginal density of the data under the alternative hypothesis can be
expressed as
Z
1
(n)
exp [2k log(θ) + log(π(θ)) + Ln (θ)] dθ
m1 (X ) =
τk Θ
Z
1
≡
exp[h(θ)]dθ.
τk Θ
The value of θ that maximizes h(θ), θ̃n , satisfies
2k π 0 (θ̃n )
0
+
+ Ln (θ̃n ) = 0.
θ̃n
π(θ̃n )
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Expanding the derivative of the log-likelihood function around θ̂n leads to
2k θ̃n π 0 (θ̃n ) 1 00 ∗
+ Ln (θ )θ̃n (θ̃n − θ̂n ) = 0
+
n
n
nπ(θ̃n )
for some θ∗ ∈ (θ̃n , θ̂n ), from which it follows that |θ̃n − θ̂n | = Op (n−1 ).
The Laplace approximation to m1 (X(n) ) around θ̃n is
√

−1/2
h
i
2π 2k
00
(n)
m1 (X ) ≈
− Ln (θ̃n )
exp 2k log(θ̃n ) + log(π(θ̃n )) + Ln (θ̃n ) . (32)
τk
θ̃n2
Because |Ln (θ̃n ) − Ln (θ0 )| = Op (1), the Bayes factor in favor of the alternative
hypothesis when the null hypothesis is true thus satisfies
BFn (1|0) = Op (n−k−1/2 ).

(33)

An extension to the multivariate MOM prior densities is straightforward. As in
the scalar case, the MAP estimate satisfies |θ̃n − θ̂n | = Op (n−1 ). Application of the
Laplace approximation to the d dimensional integral defining the marginal density
of the data under the alternative hypothesis implies that
BFn (1|0) = Op (n−k−d/2 ).

(34)

Appendix C. Bayes factors for linear models
Without loss of generality, we assume that X1 is orthogonal to X2 , i.e. X10 X2 = 0,
and we assume that the notation and assumptions of Section 4 apply.
To compute Bayes factors between models, it suffices to evaluate the marginal
density of the sufficient statistic under each hypothesis. For linear models with a
known σ 2 , the least-squares estimator (θ̂1 , θ̂2 ) is a sufficient statistic under both H0
and H1 . From the orthogonality of X1 and X2 , the Bayes factor can be computed as
R
N (θ̂1 ; θ1 , σ 2 Σ)π(θ1 |σ 2 )dθ1
,
(35)
N (θ̂1 ; θ0 , σ 2 Σ)
where N (·; m, V ) is the multivariate normal density with mean m and covariance
V , Σ is the sub-matrix of (X0 X)−1 corresponding to θ1 , and π(θ1 |σ 2 ) is the prior
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distribution for θ1 . For an unknown σ 2 , the sufficient statistic is completed by adding
s2R , the usual unbiased estimate for σ 2 , and the Bayes factor can be expressed as

1 2
R R
, n−p
dσ
N (θ̂1 ; θ1 , σ 2 Σ)π(θ1 |σ 2 )dθ1 G s2R ; n−p
2
2σ 2 σ
,
(36)

R
n−p 1
2
N (θ̂1 ; θ0 , σ 2 Σ)G s2R ; n−p
,
dσ
2
2
2σ
σ
where G(·; a, b) denotes the gamma density with shape parameter a and scale parameter b.

MOM-based Bayes factor
When π(θ1 |σ 2 ) takes the form of a MOM prior density and σ 2 is known, the numerator
in (35) can be re-expressed as
n 
o
−1
θ0 0 Σ−1 nτ
θ0
Σ−1
exp − 21 θ̂10 Σσ2 θ̂1 + θ00 nτ
θ
−
(
θ̂
+
)
(
θ̂
+
)
1
1
σ2 0
nτ
σ 2 nτ +1
nτ

Q
×
p
p
1
k−1
2 ) 21 |Σ| 2 (1 + nτ ) 21 +k
(p
+
2i)
(2πσ
1
i=0
Z

k
(θ1 − θ0 )0 V −1 (θ1 − θ0 ) N (θ1 ; m, V )dθ1 ,
(37)
where m = ( nτnτ+1 )θ̂1 + nτ1+1 θ0 and V −1 = 1+nτ
Σ−1 .
nτ σ 2
The second line in (37) represents the k th non-central moment of a normal
distribution. Denoting the Cholesky decomposition of V by C, it follows that
C(θ1 − θ0 ) ∼ N (C(m − θ0 ), I). Hence, (θ1 − θ0 )0 V −1 (θ1 − θ0 ) follows a chisquare distribution with p1 degrees of freedom and non-centrality parameter λ =
nτ
(θ̂1 − nτnτ−1 θ0 ). Simple algebra
(m − θ0 )0 V −1 (m − θ0 ) = (θ̂1 − nτnτ−1 θ0 )0 Σ−1 σ2 (1+nτ
)
then shows that (35) equals (19).
For an unknown σ 2 , we consider only the case where k = 1. Noting that the inner
integral is equal to (37) and noting the similarity of the outer integral to an inverse
gamma distribution, the numerator in (36) can be expressed as



n−p2
2
Γ 2
λ̂σ̂
p1 +
,
0
−1

 n−p
2
(θ̂1 −θ0 ) Σ (θ̂1 −θ0 )
2 n−p
2
+ sR n−p2
1
(1+nτ )(n−p2 )
2 (θ̂1 − θ0 )0 Σ−1 (θ̂1 − θ0 ) 2(1+nτ
+ s2R n−p
)
2
(38)
nτ
where λ̂ = (θ̂1 − θ0 )0 Σ−1 σ̂2 (1+nτ
(θ̂1 − θ0 ) and σ̂ 2 is as in (22). Upon simplifying the
)
denominator in (36), it follows that (36) is equal to (21).
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iMOM-based Bayes factor
Setting π equal to πI in (14), the numerator in (35) can be written as
Z  (ν+p )/2
n
o
1
nτ
k
cI
exp − (nτ /z)
N (θ1 ; θ̂1 , σ 2 Σ)dθ1 ,
z

(39)

−1

where z = (θ1 −nθ0 )0 Σσ2 (θ1o− θ0 ). This integral represents the expected value of

nτ (ν+p1 )/2
exp − (nτ /z)k when θ1 arises from a N (θ̂1 , σ 2 Σ) distribution, or equivz
alently, when z arises from a chi-squared distribution with p1 degrees of freedom and
−1
non-centrality parameter λn = (θ̂1 − θ0 )0 Σσ2 (θ̂1 − θ0 ). It follows that (35) is equal
to (23).
For an unknown σ 2 , similar derivations show that the numerator in (36) is equal
to

1

− p21
n−p2
−p1
Γ
Σ−1 2 k Γ( p21 ) n − p
2 
(s2R ) 2 −1
×
p
ν
nτ
Γ( 2k
2
) π 21
2Γ n−p
2
 
o
n
nτ (ν+p1 )/2
k
Ew,z
exp − (nτ /z)
,
(40)
z
where z, given w, has a chi-squared distribution with p1 degrees of freedom and non−1
centrality parameter λn = (θ̂1 − θ0 )0 Σw (θ̂1 − θ0 ), and w is marginally distributed as
an inverse gamma distribution with parameters (n − p2 )/2, s2R (n − p)/2. After some
manipulation, it follows that (36) is equal to (24).
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